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1. Executive Summary
1.1. Progress made by each core team member on
allocated projects
In agreement with the HLST PMU responsible officer the individual core team
members have been/are working on the projects listed in Table 1.
Project acronym
ITM-ADIOS2
BEUIFERC
FWTOR
GOMIC
HIMAT
KSOL2D-3
PARFS2
PARSOLPS
PARSUM4C
REFMUL2P
TOPOX2

Core team member
Michele Martone
Matthieu Haefele
Michele Martone
Matthieu Haefele
Kab Seok Kang
Kab Seok Kang
Michele Martone
Tamás Fehér
Roman Hatzky
Tiago Ribeiro
Tiago Ribeiro

Status
finished
finished
finished
finished
finished
finished
finished
finished
finished
finished
running

Table 1 Projects distributed to the HLST core team members.

Roman Hatzky has been involved in the support of the European users on the
IFERC-CSC computer. Furthermore, he was occupied in management and
dissemination tasks due to his position as core team leader. In addition, he was in
charge of the PARSUM4C project and gave assistance in optimizing the Cryogenic
Circuit Conductor and Coil code. Unfortunately, the involvement of the project
proponents was moderate so that hardly any progress could be achieved.
Tamás Fehér worked on the PARSOLPS project.
The SOLPS code package is widely used to simulate Scrape-Off Layer (SOL)
plasmas, and two main components of this package are the B2 and the EIRENE
codes. B2 is a plasma fluid code to simulate edge plasmas and EIRENE is a kinetic
Monte-Carlo code for describing neutral particles. While EIRENE is parallelized with
MPI, the B2 code is only partially parallelized using OpenMP. The aim of the
PARSOLPS project is to speed up the B2 code and consequently also the coupled
B2-EIRENE system.
According to Amdahl’s law, the maximum achievable speedup is determined by how
large the parallel fraction of the code is. In the frame of the PARSOLPS project, this
fraction was significantly increased in the B2 code. The difficulty was that there are
many subroutines which take a small share of the CPU time. More than 20
subroutines have been parallelized, and 91% of parallelism has been reached in the
whole code. With these changes a speedup of a factor of six can be achieved for the
ITER test case when executed on one HELIOS computer node. The execution time
scales well for most of the subroutines as we increase the number of threads. The
OpenMP regions were introduced in a way to avoid large overheads. It was identified
that a large part of the code is memory bandwidth limited. Several of the subroutines
were optimized to reach a speedup which is close to the bandwidth limit. The
individual subroutines have been tested separately to ensure the correctness of the
modified code and to measure the speedup. To aid this work, an automatic unit test
generation framework has been created.
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The project continues in the next year by investigating distributed memory parallelism
and coupling the improved version of B2 with the EIRENE code.

Matthieu Haefele worked on the combined BEUIFERC/GOMIC project.
The Intel Xeon Phi, the first processor with the Many Integrated Cores (MIC)
architecture, exhibits peak performances in computation and memory bandwidth up
to a factor of six and four respectively larger than for the Intel Sandy Bridge
processors being used for HELIOS. The MIC processor is packaged as an
accelerator and shares with GPU accelerators the so-called offload programming
model. It consists of running the application on the normal processor (the host) while
offloading (onto the accelerator) the very computation demanding parts. In addition,
the Xeon Phi offers a “native mode” (not available on GPUs) which allows deploying
MPI applications on Xeon Phi processor in the same way as it is done on a standard
Xeon processor. The tool chain to build an application for the Xeon Phi processor is
exactly the same as for the Sandy Bridge processor. Thus, porting an application to
Xeon Phi was found to be relatively trivial compared to porting an application to
GPUs.
However, the network performance was found to be very inhomogeneous which was
confirmed on two different MIC clusters. In the worst case the data bandwidth is one
order of magnitude smaller than on a standard Sandy Bridge partition. Initially, the
objective was to port the full protoapp application to the MIC partition and then to
improve its performance in a succeeding step. For this we only had to focus on the
most significant part of the application: the 4D interpolation. Further we simplified
matters by exploring a new kind of data structure by building up yet another smaller
application: proto_advec. And even there, we could not get better performance on
the Xeon Phi than on the Sandy Bridge. However, the project coordinator, G. Latu,
managed on his side to achieve good performance on a 2D interpolation kernel. The
price he had to pay was to dive into very fine architecture details of the Xeon Phi and
to understand the assembly code to diagnose various issues. The goal of building a
well performing 4D interpolation kernel is still an open issue and shall be tackled in
collaboration with the European Intel Exascale Labs.
As a conclusion, porting applications to Xeon Phi is fairly easy, although getting
performance on this architecture requires still a lot of effort and skills in low level
programming.
Kab Seok Kang worked on the KSOL2D-3 and HIMAT projects.
For the KSOL2D-3 project we have modified the data structure of the original
multigrid method in KinSOL2D to make it possible to reduce the number of cores
being involved in the coarsest level solving to just a single core. This has been done
both for the original finite difference scheme (FDM) and for a new implementation
using finite elements (FEM). Although the matrix-vector multiplication is more costly
for the FEM than for the FDM this is easily compensated by a smaller number of
iterations needed for the iterative solver. As a result the solution time of the multigrid
solver is faster for the FEM compared to the FDM. In addition, the performance of the
multigrid solver is further improved by gathering of the data at a certain coarser level.
This helps especially when a small number of degrees of freedom (DoF) per core is
used.
In addition, we have implemented the FETI-DP method with a finite element
discretization for the SOL geometry. An implementation of the FDM for the FETI-DP
method seems not to be appropriate as it does not have as solid theoretical
foundations as the FEM. The results of the FETI-DP method showed that it suffers
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from some limitations. As soon as the subdomains are not square-shaped the
performance drops significantly. Also the presence of the inner empty space has an
impact. The strong scaling for a domain with an inner empty structure showed a less
favorable scaling than for the full domain. Thus, the FETI-DP method does not seem
to be a good candidate for our model problem.
The multigrid method in its enhanced form with gathering of the data at a certain
coarser level and in combination with the FEM seems to be a good choice either as a
solver or as a preconditioner.
For the HIMAT project we used the HLib library to get a framework for H-matrix
approximations. Unfortunately, the library is not parallelized so far which limits the
size of the test cases to be investigated. As test cases we used the Poisson problem
being discretized with the Finite Difference Method (FDM), the linear, bilinear, and
trilinear Finite Element Method (FEM) without overlapping elements and the cubic Bspline FEM with overlapping elements. In both 2D and 3D we used a geometric
bisection clustering and in 3D in addition a domain-decomposition clustering.
Wherever possible, we tried to use the H-matrix format to approximate the inverse
matrix and the Cholesky (or LDL) decomposition which we both tested as a
preconditioner for the GEMRES iterative solver.
Especially for the Cholesky and LDL decomposition we could achieve very good
results in terms of memory consumption and speed for the FDM and linear, bilinear,
and trilinear FEMs. The larger the number of DoF, the smaller the memory
consumption becomes in the case of the H-matrix format compared to the original
one. This is even more pronounced for the 3D case compared to the 2D case. For
the inverse matrix in H-matrix format a similar behavior can be observed, however
less pronounced.
Nevertheless, the situation is not that positive when it comes to the Cholesky and
LDL decomposition for the cubic B-spline FEM with overlapping elements. For this
case the domain-decomposition clustering does not work due to the overlap.
Unfortunately, also the geometric bisection clustering fails for larger number of DoF.
Therefore, further investigation has to be done on this issue.

Michele Martone worked on the ITM-ADIOS, PARFS2 and FWTOR projects.
The primary goal of the ITM-ADIOS project is to assess the publicly available
“ADIOS” software library in terms of obtaining better I/O efficiency. A reasonably
simple and robust method for using ADIOS-1.5 efficiently on HELIOS has been
established. A relevant subset of ADIOS features has been studied, and I/O
performance properties on HELIOS have been characterized. We have worked in
transferring our knowledge and experience to major ITM codes, and tuning our
solution to their needs. The solution is easily usable in form of a Fortran module and
on reasonably sized runs it allows users to fully exploit the I/O capabilities of the
HELIOS machine. A webinar about the topic was given.
In the PARFS2 project, the integration of the PARFS code into the main trunk of
HYMAGYC has been completed, with the decisive contribution of HYMAGYC project
coordinator Gregorio Vlad. HYMAGYC can now be seamlessly used by its authors in
parallel runs on the largest cases they have. Our investigation in the solver options
has continued further with MUMPS and ScaLAPACK. The best solver we are aware
of on HELIOS is MUMPS when used with the Intel MPI and the PT-Scotch reordering
option. This configuration seems to be asymptotically better than the ScaLAPACK
one by a factor of circa 5–6x and in terms of memory by ≈ 3.5x. Regarding the
MUMPS usage, we have determined how to avoid a slow serial bottleneck in the
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factorization phase, improving it by a factor of 10x to 20x (from over 600 s to circa 30
s). The new MUMPS options configuration also provides a more balanced memory
usage than previously with PORD, which is important for the usage of HYMAGYC
coupled to the PIC module.
FWTOR is a full-wave code solving Maxwell's equations for the propagation and
absorption of electromagnetic wave beams in tokamak plasmas using the FDTD
method. Most of the execution time is spent in the FDTD iterations, at each time step
updating a 2D grid via several loops. The maximal case on our (HELIOS like) test
machine would currently complete in ≈ 826 days. We thus propose the following
improvements: 1) OpenMP parallelism in the main loops; possible once certain
subroutines are thread safe. Being the code compute bound, this can yield up to a
16x speedup. 2) Low impact serial optimizations; through: loops interchange; caching
reciprocal values and transcendental functions results. 3) More demanding
optimization changes may possibly bring a ≈ 2x speedup by avoiding innermost
branches and recomputing of certain values. We have obtained a prototype
implementing 1-2). This version does not disrupt the original code structure and can
be readily integrated and used. On a 16-threaded node the improved version, which
additionally includes some basic optimizations, runs 21x times as fast as the original.
Optimizations in 3) may further reduce this time. To get further speedup and to
enable larger cases (e.g. for ITER), a distributed memory version is necessary which
will be addressed in a succeeding project.

Tiago Ribeiro worked on the REFMUL2P and TOPOX2 projects.
Simulation of x-mode reflectometry using a finite-difference time-domain (FDTD)
code is one of the most popular numerical techniques. However, the simulations can
become quite demanding. The REFMUL2P project and its predecessor
(REFMULXP) were devised to circumvent these questions by implementing a parallel
version of the x-mode REFMULx C-code.
The code was first profiled, revealing the numerical kernel as the hot-spot cost-wise,
as expected. Then the single-core performance of these code regions was improved
by restricting the scope of the pointers therein to be non-aliased and by re-writing the
corresponding numerical expressions such to minimize the number of floating-point
operations inside the loops. Both modifications together aided the compiler
optimization tasks and resulted in a speedup factor of eight. The development of
parallelization strategy followed with the OpenMP threaded version as the first
implemented. Then the full MPI task parallelization was made, which included the
domain decomposition and inter-task communication. This required significant, but
necessary changes to the source code. Finally, both paradigms were combined to
yield a hybrid MPI/OpenMP version.
The scaling measurements made within a single node of HELIOS showed similar
behavior for the pure threaded and pure multi-tasked codes, provided that the
process affinity was managed optimally. A maximum speedup of 50 was obtained.
For inter-node scaling studies the pure MPI and hybrid parallel codes were used.
They showed similar behavior up to 512 with fixed problem size. The speedup
obtained was over 400, meaning that, a run which took over four hours to finish
originally could run in half a minute. Using higher numbers of cores required bigger
problem sizes. So, a weak scaling study was made, where the problem size
increased proportionally to the core-count. The scaling was made up to 4096 cores
on HELIOS with a problem size 256 times bigger than the original. The exercise
served as a basic proof-of-principle for the applicability of the parallelization
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techniques developed here to a planned three dimensional code that will employ
much bigger grid-counts.
It further became clear that parallel I/O must be addressed at some point, which
being beyond the scope of this project, provides a useful hint for future
developments.
Project TOPOX2 was devised to extend a Poisson solver scheme based on a
method developed by Sadourny et al. The scheme is currently being used in the
Grad-Shafranov equilibrium solver GKMHD, built on a triangular grid in RZ-space,
with the points arranged along closed flux surfaces that are topologically treated as
hexagons. The goal of the project is to extend the scheme beyond the magnetic
separatrix into the SOL, including the X-point. The investment required to get
acquainted with the underlying algorithm was done during its predecessor project
(TOPOX). Within that scope, an appropriate stand-alone test-case was developed
and implemented using both Sadourny’s method with the IBM-WSMP library for the
matrix inversion and a standard finite-differences pseudo-spectral solver coded by
hand. Their comparison demonstrated both the correctness of the implementation of
the former, as well as its advantages in terms of discretization efficiency. TOPOX2
focused on the second part of the work, namely devising the extension of the
Sadourny’s method beyond the separatrix. The solution found consists in setting an
artificial boundary near the X-point region such to ensure that the outermost SOL flux
surface can be treated topologically as a hexagon. Even though the divertor itself is
not included in this approach, the necessary magnetic structure, namely the SOL, the
private flux region and the X-point are kept together with the hexagonal topology of
the closed field line region grid. This means that Sadourny’s method can be directly
carried to the open field-line region with only minor modifications. Currently the effort
of implementing the corresponding extended test-case is ongoing.
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1.2. Further tasks and activities of the core team
1.2.1. Dissemination
Fehér, T.: OpenMP parallelization of the B2 code, WPCD (Integrated Modelling work
package) SOLPS Optimization Meeting, IPP, 10th – 12th December 2014, Garching,
Germany.
Haefele, M.: HLST experience with MIC, IFERC-CSC HELIOS MIC Workshop, 14th
May 2014, Maison de la Simulation, Gif-sur-Yvette, France.
Hatzky, R.: The experience of the High Level Support Team (HLST), 2nd IFERC-CSC
Review Meeting, 17th March 2014, Rokkasho, Japan.
Hatzky, R.: The High Level Support Team, IFERC-CSC HELIOS MIC Workshop, 14th
May 2014, Maison de la Simulation, Gif-sur-Yvette, Fance.
Hatzky, R.: The High Level Support Team — A support unit for petaflop computing,
Platform for Advanced Scientific Computing (PASC), 2nd – 3rd June 2014, ETH
Zurich, Zurich, Switzerland.
Hatzky, R.: The High Level Support Team + Selected projects, EUROfusion – HLST
review panel, 16th September 2014, IPP, Garching, Germany.
Hatzky, R.: The High Level Support Team, 6th IFERC-CSC STanding Committee
(STC) Meeting, IPP, 9th October 2014, Garching, Germany.
M. Martone has given a seminar talk at the department of computational plasma
physics of IPP: Auto-tuning shared memory parallel Sparse BLAS operations with a
recursive matrix layout, 17th June 2014, IPP, Garching, Germany.
T. Ribeiro has given a seminar talk at the department of computational plasma
physics of IPP: Parallelization of the X-mode reflectometry full-wave code REFMULX,
28th October 2014, IPP, Garching, Germany.
The HLST core team has attended:
6th IFERC-CSC STanding Committee (STC) Meeting, IPP, 9th October 2014,
Garching, Germany.

1.2.2. Training
Haefele, M.: Parallel file systems and parallel IO libraries, PRACE PATC training,
13th – 14th February 2014, Maison de la Simulation, Gif-sur-Yvette, France.
M. Martone has given a webinar for IFERC-CSC HELIOS users:
Easy and fast checkpoint-restart on HELIOS, 18th June 2014, IPP, Garching,
Germany.
Martone, M. has visited
 ParFS2 project coordinator Gregorio Vlad, 14th – 18th July, 2014, ENEA
Frascati, Italy.
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FWTOR project coordinator Christos Tsironis, 3rd – 7th November 2014,
National Technical University of Athens, Greece.

1.2.3. Internal training
The HLST core team has attended:
 IFERC-CSC Intel MIC Training, 26th–27th February 2014, IPP, Garching,
Germany.
 HLST meeting at IPP, 1st April 2014, Garching, Germany.
 HLST meeting, IPP, 8th October 2014, Garching, Germany.
K.S. Kang has attended:
Winter School on Hierarchical Matrices, 24th – 27th February 2014, Max-PlanckInstitute for Mathematics in the Sciences, Leipzig, Germany.
T. Fehér, M. Haefele, R. Hatzky, M. Martone, and T. Ribeiro have attended:
Bull Training for IFERC-CSC HELIOS MIC training, IPP, 26th – 27th February 2014,
Garching, Germany.
T. Fehér, M. Haefele, R. Hatzky, K.S. Kang, and T. Ribeiro have attended:
Verification of kinetic and gyrokinetic codes, 8th – 10th April 2014, IPP, Garching,
Germany.
M. Haefele and K.S. Kang have attended:
PRACE PATC course: Intel MIC and GPU programming workshop, 28th – 30th April
2014, LRZ, Garching, Germany.
Tiago Ribeiro attended:
HLRS Course: Iterative Linear Solvers and Parallelization (Iterative
Gleichungssystemlöser und Parallelisierung), 15th – 19th September 2014, Leibniz
Rechenzentrum (LRZ), Garching, Germany.
Tamás Fehér has attended:
IPCC (Intel Parallel Computing Center) Intel Xeon Phi Coprocessor Workshop, 20th –
21st October 2014, Leibniz Supercomputing Centre (LRZ), Garching, Germany.
Michele Martone and Tiago Ribeiro have attended:
PRACE PATC Course: Node-Level Performance Engineering, 4th – 5th December
2014, Leibniz Supercomputing Centre (LRZ), Garching, Germany.

1.2.4. Workshops & conferences
Fehér, T.: OpenMP parallelization of the B2 code, IPP Theory Workshop, 24th – 28th
November 2014, Ringberg, Germany.
Hatzky, R.: Reduction of the statistical error in electromagnetic PIC simulations, IPP
Theory Workshop, 24th – 28th November 2014, Ringberg, Germany.

11

Hatzky, R.: Reduction of the statistical error in electromagnetic PIC simulations,
Electromagnetic gyrokinetic PIC simulation workshop, 9th – 11th December 2014,
PPPL, Princeton, USA.
Kang, K.S.: Scalable implementation of the parallel multigrid method on massively
parallel computers, International Conference on Numerical Methods for Scientific
Computations and Advanced Applications (NMSCAA'14), 19th – 22nd May 2014,
Bansko, Bulgaria.
Kang, K.S.: Multigrid method on Intel Xeon Phi (MIC), European Multigrid
Conference (EMG 2014), September 9th – 12th 2014, Leuven, Belgium.
Martone, M.: Auto-tuning shared memory parallel sparse BLAS operations with a
recursive matrix layout, 8th International Workshop on Parallel Matrix Algorithms and
Applications (PMAA14), July 2nd – 4th 2014, Università della Svizzera italiana,
Lugano, Switzerland.
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2. Final report on HLST project PARSOLPS
2.1. Introduction
The Scrape-Off Layer (SOL) is directly related to the heat exhaust in tokamaks,
therefore understanding the physics in this layer is crucial for improving the
performance of present and future fusion devices. The SOLPS code package is
widely used to simulate SOL plasmas. Numerical modelling plays an important role in
understanding the basic physical concepts, interpreting results from experiments and
making predictions for future experiments.
SOLPS is a collection of several codes; two main components are the B2 and the
EIRENE codes. B2 is a plasma fluid code to simulate edge plasmas and the EIRENE
code is a kinetic Monte-Carlo code for describing neutral particles. While EIRENE is
parallelized with MPI, the B2 code is only partially parallelized using OpenMP. Due to
the limited parallelization of the code, it can take 1–12 weeks to converge for ITER or
DEMO simulations. The aim of the PARSOLPS project is to alleviate the execution
time of B2 and the coupled B2-EIRENE system.
In the frame of the PARSOLPS project, the fraction of parallel regions were
significantly increased in the B2 code. In this report, we discuss the changes in the
code and the achieved speedup. There are several factors that can influence the
performance and limit the maximum speedup of the B2 code, these factors are also
investigated. The work was carried out in collaboration with Lorenz Hüdepohl from
the Rechenzentrum Garching.

2.2. Parallel performance of the B2 code
2.2.1. Previous work
The development of the B2 code started in the 1980s by B.J. Braams (Brams, 1987).
Since then the physical model in the code was continuously extended, and
consequently, the numerical implementation has also become more complicated.
Now the source code of the main executable of B2 consist of around 75k lines
distributed over 287 source files, in which altogether 533 functions and subroutines
are defined. In contrast to the developments in the physical model, the basic
numerical scheme remained the same, the so called SIMPLE method (Patankar,
1980). In this method, the nonlinear equations are approximated by small linear
systems that are solved using LU decomposition, and the nonlinear solution is sought
iteratively.
Part of the B2 code was already parallelized in the framework of an EUFORIA project
(Reid, 2010). In that work, some of the species loops were parallelized using
OpenMP directives. Around a factor of two improvement has been reported for one of
the ASDEX Upgrade test cases, and 39% improvement for a tungsten ITER
simulation with 92 species. The performance was limited by the fact that large parts
of the code were still serial.

2.2.2. Benchmark of previous work
We use the SOLPS 5.0 version from the IPP repository, and built on top of the
previous parallelization work. We study a similar ITER test case, with 98 particle
species (all ionization stages of D, T, He, Be, Ne and W). At the start of the project
the performance of the existing parallelization was measured, and it is shown in Fig.
1. The blue squares show the speedup of B2 (strong scaling) measured on the RZG
Hydra Supercomputer, using an Ivy Bridge node.
The limited speedup can be explained by Amdahl’s law. Consider that a part of the
code can be perfectly parallelized, while other parts of the code are strictly serial.
Suppose that during serial execution the parallel regions take the fraction p (≤1) of
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the total execution time, and the serial parts take 1-p. Then the theoretical maximum
speedup using n parallel threads is
.
The parallelized fraction of B2 in this case is 46 percent, and the theoretical estimate
is in good agreement with our measurements. Fig. 1 shows the theoretical maximum
for other parallel fractions as well. We can see that if we want to utilize a full node
effectively, then a large part of the code has to be parallelized.
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Fig. 1 Strong scaling of B2 for the ITER test case (blue squares). The performance can be
explained by Amdahl’s law, which gives the maximum theoretical performance improvement
depending on how much of the code is parallelized. These theoretical maximums are shown
for different cases (46%, 80%, 90% and 95% parallelization).

2.2.3. Improvements during the PARSOLPS project
Since the existing OpenMP parallelization is strongly limited by Amdahl’s law, the
obvious way to improve the situation is to increase the parallel fraction of the code.
The difficulty is that the execution time is distributed over many small subroutines.
We have measured how long different subroutines take to execute in sequential
mode1, this is shown in Fig. 2. The subroutines parallelized previously by F. Reid are
represented by the blue boxes. We can see several other subroutines where the
code spends 1–7% of the execution time, and most of them need to be parallelized to
achieve a significant speedup. This work was shared among T. Fehér and
L. Hüdepohl. We have selected many of the remaining subroutines and parallelized
them (green boxes in the figure). Now the subroutines with parallel regions take up
95% of the sequential execution time.

1

The exact number depends on the optimization flags, the test case and the number of
timesteps taken in the simulation (among other factors). For the measurements shown here,
the sequential code version was used, it was compiled with –O3 –xavx flags and ten timesteps
were taken in the ITER test case. The FTIMINGS tool from L. Hüdepohl was used to make
the measurements.
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Fig. 2 Relative executive time of subroutines in the B2 code. The colored boxes represent
different subroutines, and the width of the boxes indicates the share from the execution time.
The blue boxes were parallel when the project started; the green boxes show the subroutines
that have been parallelized meanwhile.

Even if 95% of the serial execution takes place in subroutines which are mostly
parallel, it does not mean that we have reached 95% parallelization. Unfortunately
not all of these subroutines are completely parallel. Moreover, by improving the
sequential execution time of the newly parallelized subroutines, the total parallel
fraction further decreased. If we measure the execution time of the modified code (on
one thread), then around 91% of the execution is spent in the parallel regions. We
can also measure the speedup of the OpenMP version of the whole B2 code in its
current state. The results are represented by the green squares in Fig. 3. The
continuous lines show (for different parallel fractions) the theoretical maximum
speedup according to Amdahl’s law. The blue curve corresponds to the original code,
the green curve shows the theoretical maximum for the current parallel fraction. The
maximum speedup achieved so far is around six. Above ten threads, the actual
performance starts to deviate from the estimate based on Amdahl’s law. In
Section 2.3 we will investigate different factors that can explain this deviation.
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Fig. 3 Strong scaling of B2 for the ITER test case (green squares). Theoretical estimates
based on Amdahl’s law are shown for different cases (46%, and 91% of parallelization).
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2.2.4. Speedup of individual subroutines
The execution times and the speedup of the modified subroutines were measured
individually as well. The speedup of several subroutines is shown in Fig. 4 (one IvyBridge node of the Hydra supercomputer of RZG was used in the test with scattered
thread pinning). The speedup is compared to the original sequential version of the
subroutines.
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Fig. 4 Speedup of OpenMP parallelized subroutines (strong scaling). The colored curves
show the speedup of the modified subroutines relative to the original sequential version of the
same subroutine. The red curve shows the average speedup.

The OpenMP parallelized subroutines were executed only a couple of times,
therefore the curves have some statistical errors, but the overall trends are visible.
The purple curve shows the performance of the B2STBM subroutine. Apart from
introducing the OpenMP regions, several unnecessary zero initializations were found
and removed. This way the new version of the subroutine using 1 thread is 1.4 times
faster than the original, and a speedup of 20 can be achieved using the full node (two
Ivy-Bridge processors with 20 cores total) when compared to the original sequential
version. We can observe some plateaus in the speedup curve, most noticeable
between 12–17 threads, but also between 9–11 and above 18 threads. This is the
result of static scheduling of the parallel do loop which runs through 36 elements.
There is a jump when the tread number is a divisor of 36. Different loop scheduling
strategies can lead to slightly better results.
Several other subroutines are also showing good performance. A speedup close to
or above ten could be achieved for the subroutines B2XPFE, B2SQCX, B2SQEL and
B2STBR. The speedup of B2STEL and B2SIHS are more moderate. These results
are achieved without extensive optimization of the subroutines. It is possible to
improve the results, as it will be presented in the next sections.

2.3. Factors that influence parallel performance
2.3.1. OpenMP overhead
During the parallelization work we are introducing several parallel regions into
different subroutines. Creating these parallel regions comes with a certain overhead.
Here we measure the OpenMP overhead time with the OpenMP Microbenchmark
Suite (Bull, 1999). The overhead for creating a PARALLEL FOR region is measured
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as the difference between the execution time of the sequential and parallel code
segments illustrated in Table 2. The resulting overhead time is between 1 and 4 μs
as shown in Fig. 5. The sequential execution time for the shortest subroutines shown
in Fig. 4 is around 2 ms, which, if ideally parallelized, would take 100 μs to run on 20
cores, so the overhead of creating a simple parallel region inside these subroutines is
negligible.
Sequential code
for ( j = 0 ; j < innerreps ; j ++) {
delay ( delaylength ) ;
}

OpenMP code
for ( j = 0 ; j < innerreps ; j ++) {
#pragma omp parallel for
f or ( i = 0 ; i < nthreads ; i ++) {
delay ( delaylength ) ;
}
}

time (microsec)

Table 2 Code segments for measuring the overhead of creating a PARALLEL FOR region.
The execution time of the code segments are measured and the difference (divided by
innerreps) is plotted in Fig. 5.
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Fig. 5 OpenMP overhead for creating a PARALLEL FOR region

However, there are other cases when we have to be conscious about this overhead.
Two examples are the B2SAXPY and SFILL subroutines, where around 4% of the
total execution time is spent. The B2SAXPY subroutine implements the y = a*x + y
standard BLAS operation, while the SFILL subroutine initializes its argument to a
constant value. These subroutines operate on arrays with different sizes. Since these
operations are limited by memory bandwidth, the execution time of these subroutines
depends on the array size. In a test run it was measured, what are the typical array
sizes for calling these subroutines (Fig. 6).
Most of the time the subroutines are called for arrays with 7448 elements, which
corresponds to two full radial grids 2*(nx+2)*(ny+2). The light blue bars show the
fraction of calls that were called from parallel regions. Such calls can be performed
concurrently. The red and yellow bars show the total amount of data transferred as a
function of array size. This shows that most of the data for B2SAXPY is transferred in
chunks of 1.5M elements. We can see a similar picture for the SFILL subroutine.
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Fig. 6 The B2SAXPY (left figure), and SFILL (right figure) subroutines operate on arrays with
various sizes. As a function of array size, the number of subroutine calls and the total data
volume (number of elements * number of calls) are plotted. The dark blue bars represent the
relative number of calls from sequential code regions, while the light blue bars show the
number of calls from parallel regions. The data volume is also shown for sequential (red) and
parallel regions (yellow). The SFILL subroutine is also called for zero elements (36% of total
calls).

The B2SAXPY and SFILL subroutines are memory bound, which means that the
actual execution time depends on the memory bandwidth. B2SAXPY performs the
same operation as the TRIAD loop (discussed in Section 2.3.3). Using a single Ivy
bridge core, we can have 9.35 GB/s memory bandwidth. Using this bandwidth and
the number of bytes that needs to be transferred per array element (3x8 bytes for
B2SAXPY and 8 bytes for SFILL), we can estimate the CPU time for the subroutines.
Using one thread, a typical call with 7.5k elements for B2SAXPY takes around 19 μs,
and for SFILL it takes 6 μs.
Comparing the execution time for 7.5k elements with the 4 μs overhead time for
creating a parallel do region, we can see that we could gain a little bit if we would
parallelize B2SAXPY, but for SFILL the overhead would be too large. For such short
arrays, it would be more beneficial if we would call the subroutines on different arrays
concurrently. For larger arrays, it would make sense to introduce parallel versions of
these two subroutines. The SFILL subroutine was modified by L. Hüdepohl so that it
executes in parallel if the data size is large enough. A similar modification was
applied for the B2SAXPY subroutine as well.

2.3.2. OpenMP reductions
The overhead increases as we introduce more sophisticated OpenMP constructs. In
this section the overhead introduced by OpenMP reductions will be investigated.
In Fortran, it is possible to perform OpenMP reductions on whole arrays. If we create
a parallel region with a reduction to an array, then the overhead time will depend on
the array size. This overhead can be also measured with the OpenMP
Microbenchmark Suite. In Fig. 7, we can see the overhead time as a function of the
array size. In the previous section we have seen that we frequently have operations
with arrays of 7448 elements (twice the radial grid size). The overhead of a reduction
for such an array would be around 100 μs, which is already a significant time.
Several of the subroutines that we have investigated have computational kernels that
involve a reduction. Let us consider the example shown in Table 3. In this kernel, a
summation is performed over the particle species denoted by the is index. The input
data includes three dimensional arrays (ix,iy,is) and the output is reduced to two
dimensions into shi0(ix,iy). Two parallel implementations are shown for the same
kernel, one with OpenMP reductions (left side of the table) and one without (right
side).
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The size of the shi0 array is 3724 elements and the sequential execution time of this
kernel is around 500 μs on Hydra. If we choose to have an OpenMP reduction over
the shi0 array, then the overhead time would be too large. The reduction is
necessary only if the is loop is parallelized. If we swap the is and iy, then no
reduction is necessary. The achieved speedup using these two variations are
compared in Fig. 8. We can see that whenever possible, one should try to avoid
reduction over large arrays. The green curve shows a test using a parallel is loop, but
instead of reduction, the summation into shi0 was performed as OpenMP atomic
operation. That approach leads to very poor performance.

Fig. 7 OpenMP reduction overhead time versus the number of array elements (double
precision real array), using 20 threads and scattered thread affinity, measured on one of the
Ivy-Bridge nodes of the Hydra supercomputer.

is loop with omp reduction

iy loop without omp reduction

!$omp parallel do private(is,ix,iy) &
!$omp reduction(+: shi0)
do is = 0, ns-1
do iy = -1, ny
do ix = -1, nx
shi0(ix,iy) = shi0(ix,iy)+rlsa(ix,iy,is) &
*rsa(ix,iy,is)*vol(ix,iy)*ne(ix,iy)
enddo
enddo
enddo

!$omp parallel do private(is,ix,iy)
do iy = -1, ny
do is = 0, ns-1
do ix = -1, nx
shi0(ix,iy) = shi0(ix,iy)+rlsa(ix,iy,is)
&
*rsa(ix,iy,is)*vol(ix,iy)*ne(ix,iy)
enddo
enddo
enddo

Table 3 Computational kernel with reduction in the is dimension. For every grid points (ix,iy),
we perform summation along the is index. The parallel implementation on the left hand side
involves an OpenMP reduction operation over the shi0 array. On the right hand side, the
same calculation is performed without OpenMP reduction by swapping the first two loops.
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Fig. 8 Speedup of the OpenMP version of the code in Table 3 compared to the sequential
version. The blue curve has a parallel is loop with reduction, the red curve has an iy loop,
where no reduction is necessary. Measured on one Ivy-Bridge node of Hydra using compact
thread pinning.

2.3.1. OpenMP loops and data layout
We have seen in the previous section that if we have a reduction over the particle
species, then it is better to execute the iy loop in parallel. On the other hand, if we
calculate output into a three dimensional array a(ix,iy,is), it is better to distribute the
work based on the slowest varying is index to ensure data contiguity. This is
illustrated in a separate test case, which is created as a variation of the TRIAD test.
Namely, we calculate a = a + b*c, where all variables are arrays. The array shapes
are adapted to the typical array shapes in B2: we have 3D arrays, where the ix and iy
indices run through the grid points, and is enumerates the particle species. Table 4
shows three different ways to implement parallel operations.
Parallel IS loop

Parallel IY loop

!$OMP PARALLEL DO &
!$OMP private(is, ix, iy)
do is = 0, ns-1
do iy = -1, ny
do ix = -1, nx
a(ix,iy,is) = a(ix,iy,is) +
&

!$OMP PARALLEL DO &
!$OMP private(is, ix, iy)
do iy = -1, ny
do is = 0, ns-1
do ix = -1, nx
a(ix,iy,is) = a(ix,iy,is) +
&

Parallel IY loop
Transposed arrays
!$OMP PARALLEL DO &
!$OMP private(is, ix, iy)
do iy = -1, ny
do is = -1, ns
do ix = -1, nx
a(ix,is,iy) = a(ix,is,iy) +
&

b(ix,iy,is)*c(ix,iy,is)
enddo
enddo
enddo

b(ix,iy,is)*c(ix,iy,is)
enddo
enddo
enddo

b(ix,is,iy)*c(ix,is,iy)
enddo
enddo
enddo

Table 4 OpenMP loops and data layout test. The three columns show different
implementation to the same operation. The colors highlight the differences.

In the first column, we have the parallel loop over the particle species (is loop); in the
second column the parallel loop runs through the iy indices; and in the last column,
we have again the parallel iy loop, but the arrays are also permuted, so that iy is the
slowest varying index.
When we initialize the arrays, we make sure that the data is properly localized for all
three cases. The execution times of these loops were measured and the speedup
(compared to the sequential case) is shown in Fig. 9. The green and the red curves
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show similar speedup. These curves have in common that the parallel loop runs
through the slowest varying index, so the data processed by a thread is contiguous in
memory. On the other hand, in case of the blue curve the data for one thread is
scattered in chunks of size nx. This has a detrimental effect to the execution time if
scattered thread affinity is used (left figure). In that case, even though all the arrays fit
into the L3 cache (using the typical values (nx=96, ny=36, ns=98) the size of an array
is around 3MB), the speedup is very low. The caches of the cores have to be
synchronized across the two sockets of the node and this has a high cost.
scattered thread affinity
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Fig. 9 Speedup of array operations. The curves show the speedup of the OpenMP loops in
Table 4, the red curve corresponds to the first column, the blue shows the speedup achieved
by the loop in the second column and the green curve corresponds to the third column.

If compact affinity is used, then the situation is better. Up to 10 threads we use only
cores from one of the Ivy-Bridge chips, so the execution speed for the iy loop keeps
up with the other implementations. But the performance drops when we utilize both of
the Ivy-Bridge chips (both sockets). This is problematic since the idea of using the
second socket would be to tap into the extra memory bandwidth available through
that. The test shows that this can be only done if the arrays are defined in a way that
the parallel index is the slowest varying index.
In some cases, we have reductions over particle species and operations over three
dimensional arrays in the same loop blocks. In such cases one has to choose
carefully which loop to parallelize. In practice a good compromise was to have
parallel is loop with temporary arrays for the reductions.

2.3.2. Memory bottleneck
Most of the subroutines in the B2 code process several arrays with a relatively low
number of floating point operations per array element. Therefore, we expect that the
speedup of these subroutines is limited by the available memory bandwidth. Fig. 10
show an estimate of the bottlenecks in different subroutines. The brown boxes
represent subroutines which are memory bound, yellow color highlights compute
bound subroutines (where the amount of FLOPS/Byte that we can perform limits the
execution time). In subroutines B2SIFR and B2SIHS ns2 operation is performed over
data with ns elemnts, where ns=98 is the number of species. Considering the large
number of partice species these subroutines seems to be compute bound. The
sparse LU factorization is in principle a mixture of memory and compute bound parts,
therefore it is marked with both brown and yellow colors. Most of the other
subroutines seem to be memory bound. The white boxes represent subroutines
where a detailed analysis was not yet performed, but it is expected that memory
bandwidth is the limiting factor there as well. We can see that a large fraction of the
code is memory bound. For these subroutines the memory bandwidth will give an
upper limit of the maximum speedup that can be achieved.
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Fig. 10 Bottlenecks in the subroutines of B2. Brown boxes represent subroutines that are
memory bandwidth limited, yellow boxes are compute bound subroutines.

2.3.3. Memory bandwidth
The memory bandwidth can be measured by the STREAM benchmark suit
(McCalpin, 1995). Here we use the TRIAD test from the benchmark suit to illustrate
the problem. The TRIAD test measures the execution time of the loop shown on the
right hand side of Table 5, and knowing the number of array elements processed, the
data transfer rate is calculated.
Initialization
!$OMP PARALLEL DO
DO j = 1,n
a(j) = 2.0d0
b(j) = 0.5d0
c(j) = 0.0d0
END DO

TRIAD test loop
!$OMP PARALLEL DO
DO j = 1,n
a(j) = b(j) + scalar*c(j)
END DO

Table 5 Fortran code for the TRIAD benchmark. After the initialization the data transfer rate is
measured for the loop on the right hand side.

The Ivy-Bridge nodes have non-uniform memory access, so the data transfer rate
depends on whether the data is located in the memory bank close to the processor or
not. The data location is decided during initialization according to the first touch page
policy. If the variable initialization is performed in parallel, as shown in Table 5, then
each thread touches the memory that it will later work on, so the data will be properly
localized on the closest memory bank during the execution of the TRIAD loop. The
resulting bandwidth is shown in Fig. 11 (left). If we remove the OpenMP directives
from the initialization, then the data will not be perfectly localized. It will be stored on
the memory bank of a single socket — provided it fits — and the access time from
cores in the other socket will be longer. This results in worse memory bandwidth, as
shown in Fig. 11 (right).
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Fig. 11 Memory bandwidth measured by the TRIAD benchmark. Left side: test using parallel
initialization which ensures data locality, right side: sequential initialization, data is not
properly localized. The curves with different color have different thread pinning strategies, red:
scattered pinning using KMP_AFFINITY=scatter, blue: compact pinning using
OMP_PROC_BIND=TRUE (one thread per core).

During the test shown in Fig. 4, the initialization was always performed sequentially,
and the threads were pinned using KMP_AFFINITY=scatter. So, for memory
intensive subroutines, the red curve on the right hand side of Fig. 11 shows the
achievable maximum performance gain.
A good example where parallel initialization matters is the B2SQEL subroutine. The
green curve in Fig. 12 shows that the previously achieved speedup. Counting the
total data volume that needs to be transferred during the execution of B2SQEL, and
using the curves from Fig. 11, we can estimate the expected execution time and
speedup. The dotted curves in Fig. 12 show the speedup limit given by the red
curves from Fig. 11.
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Fig. 12 Speedup of B2SQEL subroutine. The dotted lines represent the memory bandwidth
limits for non-local and local initialization. The green curve shows the previous result, the red
curve is the improved speedup after changing initialization to allocate the data locally to the
working cores.

For the green curve we did not consider data locality during initialization and the
achived speedup is in agreement with the estimate assuming non-local data. If we
take care of data locality during initialization (by inserting parallel regions), then the
performance increases, as shown by the red curve in Fig. 12. The speedup is close
to the achievable maximum which is given by the dotted curve. These results were
obtained with a separate unit test program created for B2SQEL. They show the
potential gain that could be achieved by changing the initialization.

23

2.3.4. Discussion of the parallel performance
Fig. 3 and Fig. 4 presented the speedup of the B2 code and its subroutines after
introducing new OpenMP regions. To achieve these results, we took care to avoid
large OpenMP overhead and to minimize data transfer by eliminating unnecessary
initializations, but there were no further optimizations considering memory access
and data locality. Most of the subroutines are memory bandwidth limited in the B2
code, and there is still some scope for optimizing these. In particular, currently most
of the initialization is done in sequential blocks, and this would lead to a speedup limit
of 4.5x, as shown by Fig. 11 (right). This explains why the performance is lower than
predicted by Amdahl’s law. Knowing that the limiting factor is the memory bandwidth,
one can try further optimizations.

2.4. Further optimizations
Fig. 12 presented an example, where it was possible to improve the performance by
ensuring that the input data for the subroutine is properly localized in memory. It was
also important to distribute the parallel work in a way that the threads process
contiguous data blocks. The effect of such optimizations were investigated for the
B2SRAL subroutine and subroutines called from within. These subroutines calculate
source terms for the equations, and together take 27% of the total execution time.
The parallel loops were synchronized, so that most of the calculation was performed
in parallel over the is loop, and it was ensured that the data is initialized in the local
memory bank. Data alignment directives were added, and some conditional
statements were factorized away to aid vectorization. Fig. 13 shows the parallel
performance before and after these changes for the main subroutines called from
B2SRAL. The plots show the speedup as a function of the number of threads. The
green curves are the simple OpenMP implementation, and the red curves are the
optimized versions. The overall speedup is increased by 12%. In many cases one
could get very close to the memory bandwidth limit (B2STEL, B2STCX,
B2STBR_PHYS, B2SQEL, B2XPFE). But there are other subroutines where we are
not yet at the bandwidth limit, and it is not clear yet whether that limit can be reached
for all of them.
Time consuming detailed tests are required for this type of optimization work, and the
expected outcome is less than a factor of two speedup for the whole code. Therefore,
when we continue the SOLPS optimization project next year, we give lower priority to
this work, and consider other options that might bring more speedup e.g. like
additional MPI parallelization.
Another important part of the work is to ensure that the OpenMP parallelized B2 code
works together with the MPI version of EIRENE. This is currently investigated by
L. Hüdepohl.

2.5. Unit testing and parallelization
In this work, several small subroutines were parallelized and tested. To run the whole
code for testing purposes would be time consuming. Therefore, unit tests were
created for the subroutines of interest. The unit tests were created automatically.
First, the source code was analyzed by the Forcheck static code analyzer. For every
procedure, the analysis enumerates all the variables that are accessible within its
scope, and gives information about the usage of these variables. This can be used to
generate subroutines for saving all data that are required for calling the procedures of
interest. The saved data can be loaded in a separate test program, and this way
each procedure can be tested individually.
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b2stel 18.57%

18.57%

15.04%

b2stcx 15.04%

b2stbc 17.34%

b2stbc_phys 13.02%

13.02%

17.34%

b2stbr 19.34%

b2stbr_phys 14.86%

14.86%

b2sral 99.99%

19.34%

b2stbm 4.80%
4.80%

0.75%

b2xpfe 0.75%

8.54%

b2sqel 8.54%
3.59%

b2sqcx 3.59%

Fig. 13 Parallel performance of subroutines called from B2SRAL. The boxes represent the
subroutines, and the blue arrows denote subroutine calls. The number next to the subroutine
name is the fraction the share of the execution time. The speedup vs. the number of threads
is shown for all subroutines. The green curve is the code with only simple OpenMP
modifications, the red curves include more extensive optimizations. The blue dashed line
represents the memory bandwidth limit.
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To process the information from Forcheck and to generate the unit testing programs
a set of python scripts was created. Fig. 14 illustrates the unit test generator on a
simple example. The unit test generator is used to check the correctness of the
parallelized subroutines, and to measure the speedup. The compilation of the test
programs was greatly facilitated by a new build system that was set up by
L. Hüdepohl.
Once the unit test files are saved from the original code, we can modify them. This
allows us to change switches and parameters, and therefore provide test coverage
for the whole source code.

Fig. 14 Unit test generation. The Forcheck analysis gives a list of the variables used within
the foo subroutine. By post processing Forcheck’s output a test module and a test program is
created. The write_foo call is inserted into the foo subroutine to save the data during program
execution. This data is used later to call foo from the test_foo program.

2.6. Conclusions
The PARSOLPS project focused on improving the OpenMP parallelization of the B2
code. The approach was to incrementally increase the fraction of parallel regions in
the code by parallelizing individual subroutines. The difficulty is that there are many
subroutines which take a small share of the CPU time.
More than 20 subroutines have been parallelized, and 91% of parallelism has been
reached in the whole code. With these changes a factor of six speedup could be
achieved for the ITER test case when executed on one computer node. The
execution time scales well for most of the subroutines as we increase the number of
threads.
The OpenMP regions were introduced in a way to avoid large overheads. It was
identified that a large part of the code is memory bandwidth limited. Several of the
subroutines were optimized to reach a speedup which is close to the bandwidth limit.
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The individual subroutines have been tested separately to ensure the correctness of
the modified code and to measure the speedup. To aid this work, an automatic unit
test generation framework has been created.
The project continues in the next year. To achieve higher speedup, more memory
bandwidth is needed, for which the code execution has to be distributed over several
nodes. The investigation of that possibility will be the focus of the upcoming work.
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3. Final report on HLST projects BEUIFERC/GOMIC
It has been decided to spend a significant fraction of the BEUIFERC project on giving
support on the usage of the new Intel Many Integrated Cores (MIC) architecture. The
aim is to give support to users that would like to run their code efficiently on the new
MIC partition of HELIOS, which just entered in production in February 2014. For
becoming familiar with the new hardware, we performed a couple of microbenchmarks on it. Section 3.1 presents a summary of these investigations. Porting
the Gysela proto-app on Xeon Phi is also part of the project and Section 3.2 reports
the first steps of this activity.

3.1. Xeon Phi architecture and micro-benchmarks
Before entering into architecture details, let us first review the various names given to
the different hardware. Intel’s high end line of processors is the so-called Xeon family
that started in 2001. The current standard partition of HELIOS is made of Xeon E52680 with Sandy Bridge micro-architecture. In 2010, Intel decided to develop a new
family of processors in order to improve both performance and energy efficiency.
This new family is called Many Integrated Cores (MIC). The first processor belonging
to this family was called Knights Ferry and was a proof of concept. The second and
current processor is called Knights Corner and is the one that is installed on the MIC
partition of HELIOS. Knights Landing will be the next generation and is expected to
come out by the beginning of 2015. To further complicate things, Intel decided to give
a marketing name to the Knights Corner processor: Intel Xeon Phi. As wrap-up, one
can consider that for the year 2014 the following holds: MIC = Knights Corner = Intel
Xeon Phi.

3.1.1. General architecture
For an exhaustive and detailed architecture review of the Xeon Phi, the reader can
refer to [1]. Table 6 shows the main hardware features of the Xeon Phi compared to
the Sandy Bridge processor.
Processor
Number of cores
Available memory
Peak performance (double
precision)
Sustainable memory bandwidth
Instruction execution model

Intel Sandy Bridge (Xeon
E5)
8
32 GB
173 GFlops/s

Intel Xeon Phi

40 GB/s
Out of order

160 GB/s
In order

60
8 GB2
1 TFlops/s

Table 6 Hardware key features for Intel Sandy Bridge [2] and Intel Xeon Phi [3] chips.

One can already notice the impressive factor four in memory bandwidth and
factor 5.8 in peak performance which separates the Sandy Bridge from the Xeon Phi.
On the other hand, the memory per core shrinks by a factor 30 from 4 GB/core to
130 MB/core. Additionally, the peak performance per core also shrinks from
21.6 GFlops/s to 16.6 GFlop/s. We will see in Section 3.1.2 that a core of the Xeon
Phi should host at least two threads to get a significant fraction of the peak
performance, whereas a single thread per core is enough on Sandy Bridge. As a
result, in order to reach a given performance, the parallelization effort is much more
important on the Xeon Phi compared to Sandy Bridge.
The Xeon Phi is not a regular processor that comes with a socket like the Sandy
Bridge. It comes as a coprocessor and is plugged in the node via a PCI Express
2

Amount of memory available on the hardware of HELIOS. 16 GB available on more recent versions.
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(PCIe) slot. This design is clearly a limitation and we will discuss the consequences
later in Section 3.1.4. Hopefully, this limitation will disappear for the next processor of
the MIC family as Knights Landing is expected to have a regular socket.

3.1.2. Vector processing cores micro-benchmarks
In the following, we refer to the benchmarks taken from [1].
The Sandy Bridge supports the Advanced Vector eXtension (AVX) instruction set that
extends the standard x86 instruction set in order to enable vector operations on 256
bits wide vector registers. This means that a single register can hold eight floating
point numbers in single precision or four in double precision. The Xeon Phi has yet
another instruction set that operates on 512 bits wide vector registers (16 simple
precision or 8 double precision).
The latency of vector instructions on Xeon Phi is between two and six cycles which is
comparable to the Sandy Bridge one’s. However, the instruction’s throughput is only
one instruction every two cycles for a single thread on Xeon Phi where a single
thread can issue one instruction every cycle on Sandy Bridge. As a result, to achieve
similar instruction throughputs one has to run at least two threads on each core.
On top of this, the Out-of-order execution feature of the Sandy Bridge allows the
execution of the incoming flux of instructions in any order, provided data
dependencies are satisfied. This allows the filling of the different pipelines with
instructions for which data are available in cache even if they were issued later. The
simpler in-order execution model of the Xeon Phi leads to empty stages in the
pipelines instead. In order to circumvent this issue, the hardware is ready to welcome
up to four threads on each core. So one has to use additional threads, e.g. three or
four threads per core on the Xeon Phi. This results in a total number of 180 or 240
threads respectively. Each core can then select in an efficient way one out of the
three or four instructions being available to keep the pipelines busy.
Finally, memory alignment seems to be critical on the Xeon Phi whereas it is not that
pronounced on Sandy Bridge. We did not find any quantification of this effect in the
literature until now nor made our own investigation.

3.1.3. Memory micro-benchmarks
Although the peak performance can be reached by some specific computing kernels,
there is no way the peak memory bandwidth given by the vendor can be reached in
practice. The reasons for this are deeply buried inside the computing core and how
the different memory cache hierarchies including the registers are handled. However,
the sustainable memory bandwidth can be evaluated by running a micro-benchmark.
The results shown in Fig. 15 have been obtained by running the STREAM
benchmark3 which is nowadays the standard benchmark to evaluate the sustained
memory bandwidth.

3

http://www.cs.virginia.edu/stream/
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Fig. 15 Memory bandwidth measured by the stream benchmark on Intel Sandy Bridge and
Intel Xeon Phi.

One can notice that the peak sustainable memory bandwidth is not achievable in
every condition. On the Sandy Bridge, at least four cores should be used to reach it
regardless how the threads are pinned inside the processor. On the Xeon Phi, the
thread pinning or thread affinity does play a significant role. We have seen in
Section 3.1.2 that each core on the Xeon Phi supports four hardware thread units.
The “compact affinity” fills the first core with four threads and then the second core
with four threads and so on. This means that with eight threads on the Xeon Phi with
“compact affinity”, only two physical cores out of the 60 are in use. On the contrary,
the “balanced affinity” distributes the threads as evenly as possible among the 60
cores. With 60 threads with the balanced affinity, one thread is running on each core
and the maximum memory bandwidth of 174 GB/s is reached.
The stream benchmark used previously to measure the memory bandwidth accesses
successively contiguous data elements. Thanks to such regular pattern, data
prefetchers can trigger the transfer of data from memory to the cache such that the
data are already in the cache when they need to be accessed. In the case of noncontiguous memory accesses, data prefetchers cannot help. The memory access
triggers a cache miss and the needed data has to be brought into the cache at that
moment. The time it takes to satisfy such memory access is called the memory
latency and depends on the memory hierarchy in which the requested data is
residing at the time it is requested. Fig. 16 shows the results of a pointer chasing
benchmark run on Sandy Bridge and Xeon Phi. For a given array size, a pointer in
memory accesses successively data from this array separated by a given stride. This
procedure is repeated a couple of thousands of times and the overall elapsed time is
measured. By dividing the elapsed time by the number of repetitions, we obtain the
average latency of an operation for a given stride and array size. When the full array
fits into a memory level, the array is loaded once from memory into this cache
hierarchy and is always accessed from there afterwards. So the latency of the
different memory levels can be observed on both Sandy Bridge and Xeon Phi by
varying the array size. One can see that the latencies are at least a factor four larger
on Xeon Phi compared to Sandy Bridge as soon as the data is out of the L1 cache.
The worst case happens for data size comprised between 512KB and 16MB. Indeed,
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they reside in L3 on Sandy Bridge with a latency of 16 ns whereas they reside in
memory on the Xeon Phi with a latency of 330 ns. This very strong effect is slightly
smoothed out by the usage of the L2 cache of other cores, but it does not reduce the
latency more than 30%. The results obtained on the Xeon Phi match the ones found
in [1].

Fig. 16 Memory latencies measured by a pointer chasing benchmark on Intel Sandy Bridge
and Intel Xeon Phi.

These high latencies in combination with smaller cache sizes bring us to the
conclusion that cache reuse implementation strategies are much less efficient on the
Xeon Phi than on the Sandy Bridge. Conversely, streaming implementations that
access data as contiguous as possible enable the prefetchers to kick in and allow the
application to benefit from the large memory bandwidth.

3.1.4. Multi-MIC discussion
In order to use efficiently a single Xeon Phi, it was pointed out that the application
has to exhibit an efficient parallelization up to 120–240 threads and vectorization
potential to be able to fill the vector units. Even if this is achieved, the remaining
question is how to use efficiently a cluster of Xeon Phi. The answer is not clear yet.
For now we can only assess the two available strategies to reveal their advantages
and disadvantages.
Let us first recall the global architecture of a current MIC cluster. Two MIC nodes are
depicted in Fig. 17 with their main components (processors, memory and network
ports) and how they are connected. The Xeon Phi is not directly plugged on the
motherboard of the node but rather on a separate board connected to the main
motherboard using the PCIe bus. Therefore, the Xeon Phi is regarded as
coprocessor or accelerator in the same way a GPU is regarded. The two CPUs are
then considered as a host for the coprocessors.
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Fig. 17 Architecture of two nodes of a MIC cluster like at IFERC-CSC (HELIOS). Thickness of
the lines is proportional to the bandwidth, the size of the boxes representing memory is
proportional to the amount of available memory and to the peak performance for the
computing elements.

This definition for host and coprocessor does not tell anything on how the
computations are distributed among these entities. All computations can be
performed on the host, letting the coprocessors idling or vice versa. There can be an
alternation of computations between the host and the coprocessor or concurrent
computations happening at the same time on both the host and the coprocessor.
This distribution is done by the actual application’s implementation. The application
developer has two different programming models to implement such computations
distribution.
The first strategy is the so-called “offload mode”. The idea is to have an MPI
application normally deployed on the different nodes of the cluster. Within each node,
one or two MPI ranks running on the CPUs communicate with the coprocessors and
then offload computations from the CPUs to the coprocessors. The advantage of this
approach is that it is ready for production today. The software environment required
to operate such a cluster is available on HELIOS and this is probably the most
efficient way to use this kind of hardware nowadays. On the other hand, to implement
such offload scheme efficiently, the developer has to minimize the data transfer
between the host and the coprocessor as it can become very easily a strong
bottleneck for the performance. Additionally, to distribute computations on both the
host and the coprocessor requires the usage of asynchronous offload pragmas that
complicates even further the data synchronization within the application and triggers
load balancing issues. Finally, the next processor in the MIC family has been
announced by Intel to have a regular socket that can be directly plugged on the node.
This means that the coprocessor view of the Xeon Phi might disappear and the need
for offload programming models with it. So there is a risk to invest manpower in some
software development that might become obsolete quite soon.
The second strategy is the so-called “native” or “symmetric mode” which is only
available for Xeon Phi coprocessor and not for the GPU accelerators. The reason for
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this is that a proper operating system is running on the Xeon Phi coprocessor
whereas GPUs are operated by the system running on the host. As an operating
system is running on the coprocessor, it is possible to create autonomous system
processes and in particular MPI tasks running on the coprocessor. As a result, each
coprocessor can be seen as a separate node and the MPI application has to be
deployed on these sets of nodes. The largest advantage of this strategy resides in
software engineering aspects: the application developer stays within the well known
MPI programming framework. MPI tasks are independent from each other, run
concurrently on different nodes and communicate between them by sending and
receiving messages travelling over the network. However, at least three difficulties
have to be overcome to bring an application to efficient production levels by using
this strategy.


The set of nodes on which an application runs is no longer homogenous. The
node is either “host” (two Sandy Bridge with 48 GB shared memory on HELIOS)
or “coprocessor” (Xeon Phi with 8 GB memory). The Kinghts Corner
coprocessor is not connected to the network as a normal node, it is connected
with the PCIe bus inside the host. This non homogenous partition of nodes is
non standard and job schedulers are not able to handle such configuration
efficiently.



The node non-homogeneity triggers also a load imbalance issue. The Xeon Phi
is potentially up to four times more powerful as a single Sandy Bridge with four
times less memory. However, if the load is evenly distributed among the
different MPI tasks, as it is the case for the large majority of MPI applications,
and if MPI tasks are distributed on hosts and coprocessor, it is very likely that
the tasks running on the host will finish their work much faster than the tasks
running on the coprocessor. The reason is simply that a single core on the
coprocessor is much weaker than its counterpart on the host. As a result, a large
load imbalance should be expected. To circumvent this issue one can either go
back to a uniform set of nodes by using exclusively the coprocessors or only the
hosts. Only the first case is of practical relevance and could mimic the behavior
of a Xeon Phi cluster and thus gives the chance to prepare efficiently the
application for the next generation of MIC processors. A better strategy would
consist in modifying the MPI application such that different groups of MPI tasks
can have different loads. But of course, this kind of modification can be very
difficult to implement and is highly application dependent. This issue exists also
when the offload strategy is used. It is just that the load imbalance is obvious in
“native mode” whereas it is more hidden in the “offload mode”.



Within the standard partition of HELIOS, when two MPI tasks on different nodes
communicate, data are transferred from memory via the Infiniband (IB) port of
the node. They reach the IB port of the other node by crossing the IB
interconnect and are finally stored in memory. Wherever the tasks are running
on the machine, any point to point connection will be transferred by the same
hardware chain. As a consequence considering a homogenous network is a
good approximation. As the Xeon Phi is connected to the PCIe bus on the host,
the assumption of a homogenous network is no longer true. For example, within
a node of Fig. 17, when a point to point connection is established between
CPU0 and CPU1, the data have only to cross the QPI interconnect whereas a
connection between MIC0 and MIC1 has to cross PCIe, QPI and PCIe
interconnects. The worst case scenario happens when MIC0 on host0
communicates with MIC0 on host1 when only a single IB port is available on the
node. In this case, a point to point connection has to cross successively PCIe,
QPI, PCIe, IB, PCIe, QPI and PCIe interconnects.

We have performed our own measurements of the network performance on two
different MIC clusters, namely robin located in Grenoble, France at the Bull R&D
center and supermic located in Garching, Germany at LRZ. On robin a single IB port
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is connected to CPU1. In addition, MIC0 is connected to CPU0 and MIC1 is
connected to CPU1. The performance is measured by the ping pong test of the Intel
MPI Benchmark suite. We define the latency as the time taken by a one byte
message to travel from one task to the other and we define the bandwidth as the
bandwidth achieved while transferring a 4.2 MB message between two different
tasks. Only the results on robin are showed in Table 7 as the ones on supermic are
similar.
Host0

Host0

CPU1
MIC0
MIC1

0.69
4.90
4.31
CPU1

CPU1
MIC0
MIC1

2.20
4.71
4.66
CPU1

2.73
7.56
MIC0
Host0
9.04
7.93
MIC0
Host1

Host0
3.12
MIC1

Host0

6.92
MIC1

Latency (µs)

CPU1
MIC0
MIC1

5029
456
1609
CPU1

CPU1
MIC0
MIC1

5729
418
1608
CPU1

2016
416
MIC0
Host0

2004
MIC1

273
418
MIC0
Host1

969
MIC1

Bandwidth (MB/s)

Table 7 Network performance between different computing elements of the robin cluster. The
two tables on the left present the measured latency and the two on the right the achieved
bandwidth. The two upper tables present intra-node performance whereas the two tables at
the bottom present the network performance between two elements situated on different
nodes.

Considering intra-node latencies (upper left table), one can notice a factor four
difference between the latency observed by two tasks running on the same CPU and
two tasks running on the same MIC. The latency further degrades for the two
possible pairs CPU-MIC and is finally almost 11 times worse for a MIC0-MIC1
connection than a CPU-CPU connection. For inter-nodes connections between Host0
and Host1, latencies for MIC-MIC connections further degrade but not that much
compared to the degradation of the CPU-CPU latency. Surprisingly, the latency of
the CPU-MIC0, CPU-MIC1 and MIC0-MIC1 connections does not degrade that much
when crossing the node boundary. The PCI-Xpress links between the CPUs and the
MIC seem to be the larger bottleneck to these latencies.
Considering intra-node bandwidth (upper right table), one can notice similarly a factor
of more than two difference between the bandwidth measured between two tasks
running on the same CPU and two tasks running on the same MIC. Performance
degrades for CPU-MIC1 connections and up to a factor of ten for CPU-MIC0 or
MIC1-MIC0 connections. Going across nodes further degrades performance,
especially for MIC-MIC connections and down to 273 MB/s for a MIC0-MIC0
connection.
As a result, the network performance is very inhomogeneous between the different
computing elements of such a MIC cluster. As the slowest path limits the whole
performance level of the network, one should expect latencies five times larger and
bandwidth 20 times lower than on the network of a “standard cluster” connecting only
CPUs.
The results obtained confirm the ones shown in Figure 9 of Ref. [3]. The authors ran
their benchmarks on two nodes, each equipped with only a single IB port and 4 MIC
cards. The worst case scenario being a MIC0-MIC0 connection in our case
corresponds to MIC3-MIC3 connection in their case. Fortunately, the hardware of the
MIC partition on HELIOS is more homogeneous: each node has two IB ports, one
connected to each socket. This means that a MIC0/MIC0 connection in Fig. 17 will go
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through PCIe, PCIe, IB, PCIe and PCIe, exactly like a MIC1/MIC1 connection. But
having the hardware does not seem to be enough. Indeed, supermic is equipped with
it but still demonstrates similar performance as robin which has only one IB port
connected to CPU1. So setting the appropriate software stack and operating system
configurations for that type of hardware seem to be not trivial and still an issue.
To sum up, the “offload mode” is ready for production and is likely to provide the best
performance at the time of writing this report. But the implementation costs of such
strategy are significant and as the PCIe is likely to disappear in the next processor
generation, there is a risk that such implementations will become obsolete. On the
other hand, the “symmetric” or “native mode” is not yet ready for production because
job schedulers and proper MPI communication fabric have to be adapted to these
new type of architecture. However, the implementation effort of such strategy seems
to be moderate as it still follows the standard way of MPI programming that will hold
on the next machine generation.

3.2. Porting Gysela proto-app on Xeon Phi
Gysela proto-app is a reduced version of the Gysela code developed at CEA
Cadarache. The physics model is reduced to a 4D drift-kinetic model and the code
base is much smaller and simpler. The code still solves a relevant set of equations so
that it can retrieve the results of a physical test-case. As the code structure is very
similar to Gysela, we hope that the modifications that will be introduced to Gysela
proto-app will be successfully back ported to Gysela with moderate effort.
Furthermore, this application is limited to 8 GB memory to run the validating testcase. Therfeore, it is possible to make all experiments on a single Xeon Phi in “native
mode”.

3.2.1. Benchmark database
The first porting activity was to build the necessary tools to keep track of the
measured performance of the code on different architectures and sets of parameters.
In collaboration with the Gysela team, we defined an according data structure. In
addition, a python script has been developed to fill the data structure automatically
with the data produced by a single run. A first release has been delivered and we are
in the process of refining the needs of functionality and actual implementation.

3.2.2. First profiling
A profiling of the application using 16 threads has been performed on the Sandy
Bridge partition with the Scalasca toolkit. The results can be summarized as follow.
The global_predictor_corrector subroutine represents 98% of the run time which is
split into:






serial alloc + dealloc < 1%
construct_spline 10% split into:
26% serial allocation
58% memory copy
16% computations
parallel region 89% split into:
compute_feet_blockivpar 41%
compute_interpole4d_blockivpar 58%

Thus, the dominant subroutine is composed of three blocks. The first one is
negligible as it consumes less than 1%. The second one represents 10% of the
execution time which is spent mostly in memory copies. In principle, it shows some
space for improvements as it has not been completely parallelized. However, as it
represents only 10%, we will focus on the parallel region which consumes 89% of the
dominant subroutine and in particular on the compute_interpole4d_blockivpar
routine.
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3.2.3. Increasing the number of threads for the Xeon Phi
The Gysela application was originally designed to run with no more than 16 or 32
threads respectively. However, such a number of threads is insufficient to access the
full resources of the Xeon Phi chip. Therefore, we built up a test bed within the code
which allows us to study the behaviour of single subroutines under Xeon Phi
conditions, i.e. we can temporarily increase the number of executing threads.
Generally, the number of threads is set at the start of the program (by setting the
OMP_NUM_THREADS variable appropriately) and kept constant during program
execution. In our case, this variable is set to 32, so the initial phase of the application
runs with 32 threads. Then, before entering the parallel region which contains the
routine under investigation, a call to OMP_SET_NUM_THREADS enables to change
the number of threads for the next parallel region. After exiting the region of interest,
the number of threads is switched back to 32 in order to satisfy the parallelization
constraints of the application. Of course, changing dynamically the number of threads
may introduce an overhead which is not suitable for production runs. But it is
acceptable in the development phase as it allows executing certain subroutines with
a larger number of threads while keeping a small impact on the code.
As a result, the subroutine compute_interpole4d_blockivpar executed on a Xeon Phi
with 240 threads is 30% faster than executed on a Sandy Bridge processor with eight
threads. As this kernel routine is clearly memory bound, we had expected up to a
factor of four acceleration because the memory bandwidth is four times larger on a
Xeon Phi than on a Sandy Bridge. It seems likely that further optimization of memory
alignment and vectorization could alleviate the situation.

3.2.4. Building yet another reduced version of the code
In order to explore efficiently the implementation possibilities, we developed a strictly
minimal version of gysela-protoapp : proto-advec. This application contains only the
data structure allocation, the initialization and a single 4D advection with constant
coefficients. The main ingredient of the advection is the 4D interpolation, the
computation kernel we are focusing on. This application does not read nor write any
file so it can be executed in MIC “native mode” on HELIOS right now by using the
micnativeloadex instruction. As proto-advec is much simpler, it became also trivial to
try the offload mechanisms. So we could implement both Intel and OpenMP 4.0
offload directives and compare them to native execution on both MIC and Sandy
Bridge.
In Table 8 one can observe two things. First, there is almost a factor two difference in
execution time between the native MIC version of the code and the two offload
versions. There is no reason for such behaviour and it has been reported to the CSC
support team. Second, by restructuring the code, we could gain a factor five in
comparison to the initial code on the Xeon Phi. However, these transformations have
sped up the code on Sandy Bridge as well. As a result, the code on Xeon Phi with
177 threads is 30% faster than on Sandy Bridge. So the factor four we expected is
still missing at this stage. In the next section we will go into some further
implementation details to develop different strategies to pinpoint the missing factor of
four.
Exec type \ nb threads
Sandy Bridge
MIC native
MIC offload Intel
MIC offload OMP

8
1.29

16
0.66

118

177

236

1.32
2.52
2.53

1.03
1.79
1.80

1.21
2.14
2.12

Table 8 Execution time of the interpolation subroutine of the proto-advec code on Sandy
Bridge, MIC in “native mode” and MIC in “offload mode” using Intel and OpenMP 4.0
directives. The number of threads used on MIC corresponds respectively to two, three and
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four threads per core. Indeed, one core out of 60 is reserved for either by the offload library or
by the micnativeloadex command.

3.2.5. Implementation details on vectorization
As explained in Section 3.2.2, the computationally intensive part of the code is
contained in a single OpenMP region. The structure of the according parallel region
is presented in Code 1.
OMP PARALLEL
1 Do ivpar=1, Nvpar
2 OMP DO COLLAPSE(2)
3 Do iphi=1, Nphi
4
5
6

Do itheta=1, Ntheta
Do ir=1, Nr
Feet(0:3, ir, itheta, iphi) = physics()

7 End do End do End do
8 OMP DO COLLAPSE(2)
9 Do iphi=1, Nphi
10
11
12

Do itheta=1, Ntheta
Do ir=1, Nr
compute_iteration(ir, itheta, iphi, ivpar)

13 End do End do End do
14 End do
OMP END PARALLEL
Code 1 Parallel region of interest

Code 1 reflects the fact that Gysela is based on a semi-lagrangian method. Hence,
the first loop nest computes for each grid point at time t its position at time t-∆t by
following the characterisitics backward in time and stores it in the Feet array. The
second loop nest interpolates the value of the distribution function at time t-∆t at each
feet location and stores it in the distribution function at time t. The feet computation
and the interpolation are kept separated in order to detach as much as possible the
physics from the numerical method. A complete separation would mean two separate
loop nests of four loops each. The Feet array would be a 4D array in this case, where
each element is a 4-tuple of double values. As it is too costly in memory, the Feet
array is kept in 3D and is reused for each iteration in ivpar.
In order to increase the parallelism, we have added the Collapse(2) option to the
OMP Do clause. This collapses the two loops in iphi and itheta in a single one and
the Nphi x Ntheta resulting iterations are distributed among the threads. This step is
mandatory to get good performance on Xeon Phi as there must be enough array
elements to feed the 177 or 236 threads otherwise some threads just stay idle. The
second modification we introduced at this level is a prototype modification of the
compute_iteration subroutine. Initially, some arrays were passed as parameters and
the compiler introduced array copies at the beginning and the end of the procedure.
Declaring these arrays at the module level and removing them from the procedure
parameters solves the issue.
In the following we focus on the two parts of the algorithm inside the
compute_iteration subroutine. The first part consists of the evaluation of the spline
values at the feet of the characteristic and the algorithm is summarized in Code 2.
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1 Do dim=0, 3
2 sbase(dim,-1) = splinem1(Feet, dim, ir, itheta, iphi, ivpar)
3 sbase(dim, 0) = spline0(Feet, dim, ir, itheta, iphi, ivpar)
4 sbase(dim, 1) = spline1(Feet, dim, ir, itheta, iphi, ivpar)
5 sbase(dim, 2) = spline2(Feet, dim, ir, itheta, iphi, ivpar)
6 End Do
Code 2 Spline functions evaluation at each characteristic feet

As the vector unit of the Xeon Phi is eight elements (in double precision) wide, such a
four iterations loop containing four independent computations is unlikely to be
vectorized by the compiler. So we had to restructure the code to exhibit some
vectorization in order to help the compiler. We simply introduced iterations of the r
dimension by replacing line 11 of Code 1 by:
Do ir=1, Nr, BLOC_SIZE_R

and modifying the spline functions evaluation as shown in Code 3.
1 Do dim=0, 3
2 Do ir_loc=0, BLOC_SIZE_R-1
3

sbase(-1, ir_loc, dim) =splinem1(Feet, dim, ir + ir_loc,…)

4

sbase( 0, ir_loc, dim) = spline0(Feet, dim, ir + ir_loc, …)

5

sbase( 1, ir_loc, dim) = spline1(Feet, dim, ir + ir_loc, …)

6

sbase( 2, ir_loc, dim) = spline2(Feet, dim, ir + ir_loc, …)

7 End Do
8 End Do
Code 3 Vectorized version of the spline functions evaluation at each characteristic feet

By setting BLOC_SIZE_R to a multiple of eight, the compiler vectorizes efficiently this
portion of code and a speedup of eight is observed.
The second part of the compute_iteration subroutine consists of computing the 4D
interpolation of the distribution function at the characteristic feet and the algorithm is
summarized in Code 4.
1 val = 0
2 i_feet(0:3) = lower(Feet(0:3, ir, itheta, iphi))
3 Do k=-1, 2
4 Do l=-1, 2
5
6
7

Do j=-1, 2
Do i=-1, 2
val = val + sbase(0,l)*sbase(1,k)*\

8

sbase(2,i)*sbase(3,j)*\

9

f_old(i_feet(2)+i, i_feet(3)+j,\

10

i_feet(1)+k, i_feet(0)+l)

11 End do End do End do End do
12 f_new(ir, itheta, iphi, ivpar) = val
Code 4 Initial 4D interpolation kernel
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As for the sbase computations there are not enough iterations inside the inner loop to
simply vectorize it. Collapsing several of these loops manually does not help neither.
So we introduced iterations of the r dimension as previously. On top of this, the
fetching of the data from memory is separated from the computations. This does not
improve performance but enables one to diagnose the origin of the performance
issue. Code 5 summarizes this algorithm.
1 val = 0
2 i_feet(0:3) = lower(Feet(0:3, ir, itheta, iphi))
3 Do k=-1, 2
4 Do l=-1, 2
5
6
7
8
9

Do j=-1, 2
Do i=-1, 2
Do ir_loc=0, BLOC_SIZE_R
f_tmp(ir_loc,i,j,k,l) = \
f_old(i_feet(2)+i+ir_loc , i_feet(3)+j,\

10

i_feet(1)+k, i_feet(0)+l)

11 End do End do End do End do End do
12 Do k=-1, 2
13 Do l=-1, 2
14
15
16

Do j=-1, 2
Do i=-1, 2
Do ir_loc=0, BLOC_SIZE_R

17

val = val + sbase(0,l)*sbase(1,k)*\

18

sbase(2,i)*sbase(3,j)*\

19

f_tmp(ir_loc,i,j,k,l)

20 End do End do End do End do End do
21 f_new(ir, itheta, iphi, ivpar) = val
Code 5 Vectorized version of the 4D interpolation kernel

The second loop nest vectorizes perfectly and a factor eight in performance can be
obtained when the f_tmp buffer is set to an arbitrary value instead of reading the
actual values from f_old. But as soon as the real values of the distribution function
from the previous time step are accessed, performance drops drastically and a factor
larger than eight is lost. So, paradoxically, memory accesses are the limiting factor of
this kernel, which is theoretically computation bound. Several techniques have been
tested to try to improve data locality, i.e. the data fetched from memory into the cache
of a core is reused several times by the threads running on this core. 1D Loop
blocking techniques could improve the performance by 40% by blocking the theta
loops on lines four and ten of Code 1. 2D loop blocking does not bring anything and a
two level parallelization with nested parallel regions showed very poor performance.
Several other ideas have been tried out but without any success. In the end, the
global performance of the 4D interpolation improved by 20% compared to Table 8.
As the version giving this result does not use vectorization on the most computation
intensive part of the kernel, a theoretical factor eight could still be reached here. The
next section gives some explanations and guide lines to improve the situation.
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3.2.6. Bottom up approach
This summer G. Latu, the project coordinator, made his own experiments on MIC
when he was in Marseilles at the summer school CEMRACS 2014. Based on our
results, he took a bottom up approach, i.e. he started from very simple 1D
interpolation kernels completely disconnected from the protoapp application and
executed them on both MIC and Sandy Bridge (SB) architectures. He could observe
better performance on MIC than on SB and the ratio between the two were in
agreement with the kind of ratio that should be obtained regarding the hardware
specifications. Then he increased the dimensionality up to the implementation of the
full 4D kernel. At each step of this process new difficulties arose and it was not trivial
to keep the performance gain. The following list gives the major points of the work of
G. Latu:


The i_feet array on Code 5 causes potential jumps in memory when
accessing the f_old array. This deeply impacts the performance. Some parts
of the code have been rewritten to avoid such indirections.



As the access pattern is a 4D stencil the memory has to be prefetched in
three dimensions. As the stencil is four points wide, 43=64 independent
streams of data have to be fetched by hardware prefetchers in order to be
optimal. As only 16 prefetchers are available on MIC, the result can only be
suboptimal.



At the core level an important bottleneck was the data transfer from L1 cache
to vector registers. It is very hard to write Fortran code such that the compiler
generates assembly code using vector primitives for such transfers. Even
harder, the only possibility to diagnose this is to examine the assembly code.

Finally, G. Latu managed to gain a speed-up of four on MIC compared to SB for the
newly developed 4D interpolation kernel. Accordingly the original routine proto_advec
was adapted. But still the flop rate achieved by the new 4D interpolation kernel is
only half the one achieved with its 2D counterpart on both the MIC and the SB
architecture. All implementation details will be published in the CEMRACS 2014’s
proceedings.

3.3.

Conclusions

The Intel Xeon Phi, the first processor with the Many Integrated Cores (MIC)
architecture, exhibits peak performances in computation and memory bandwidth up
to a factor of six and four respectively larger than for the Intel Sandy Bridge
processors being used for HELIOS. The MIC processor is packaged as an
accelerator and shares with GPU accelerators the so-called offload programming
model. It consists of running the application on the normal processor (the host) while
offloading (onto the accelerator) the very computation demanding parts. In addition,
the Xeon Phi offers a “native mode” (not available on GPUs) which allows deploying
MPI applications on Xeon Phi processor in the same way as it is done on a standard
Xeon processor. The tool chain to build an application for the Xeon Phi processor is
exactly the same as for the Sandy Bridge processor. Thus, porting an application to
Xeon Phi was found to be relatively trivial compared to porting an application to
GPUs.
However, the network performance was found to be very inhomogeneous which was
confirmed on two different MIC clusters. In the worst case the data bandwidth is one
order of magnitude smaller than on a standard Sandy Bridge partition. Initially, the
objective was to port the full protoapp application to the MIC partition and then to
improve its performance in a succeeding step. For this we only had to focus on the
most significant part of the application: the 4D interpolation. Further we simplified
matters by exploring a new kind of data structure by building up yet another smaller
application: proto_advec. And even there, we could not get better performance on
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the Xeon Phi than on the Sandy Bridge. However, the project coordinator, G. Latu,
managed on his side to achieve good performance on a 2D interpolation kernel. The
price he had to pay was to dive into very fine architecture details of the Xeon Phi and
to understand the assembly code to diagnose various issues. The goal of building a
well performing 4D interpolation kernel is still an open issue and shall be tackled in
collaboration with the European Intel Exascale Labs.
As a conclusion, porting applications to Xeon Phi is fairly easy, although getting
performance on this architecture requires still a lot of effort and skills in low level
programming.
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4. Final Report on HLST project KSOL2D-3
4.1. Introduction
The project aims at improving the Poisson solver of the BIT2 code, which is a code
for Scrape-off-Layer (SOL) simulations in 2-dim real space + 3-dim velocity space.
Due to the enhanced 2D geometry, the modeling of the SOL is more realistic than
before. This is a requirement for the prediction of particle and energy loads to the
plasma facing components (PFC), for the estimation of corresponding PFC erosion
rates and impurity and dust generation rates. The new BIT2 code incorporates a
number of techniques, which were originally developed for its predecessor, the BIT1
code, such as, optimized memory management, fast and highly scalable nonlinear
collision operators. It is mandatory that the Poisson solver used in BIT2 scales to
very high core numbers in order to maintain the good scaling property of the whole
code. So the work plan is to further improve the scaling of the Poisson solver in 2D.
In the former project KinSOL2D, we developed a discretization of the Poisson
problem based on finite differences and implemented a solver which is based on the
multigrid method. The development of such a solver was a challenging task,
especially to reach a good scaling property (~100 cores) for the complex SOL
geometry (a hollow rectangular with >107 grid cells). Although the outcome was an
efficient all-purpose Poisson solver, the project coordinator requested further speedup. Namely, the minimum time required for the solution in a realistic geometry should
be less than 0.1 s to afford simulations consisting of at least 107 time steps.
As further improvement we pursue the following two approaches. One is based on
the multigrid method with gathering of the data at a certain coarser level. This
approach was used successfully within the MGTRI project for a structured
triangulation for a hexagonal domain. The other approach is to start from the
“physics-based” domain decomposition developed in BIT1. The main idea is to
decompose the domain into subdomains, so that the potential field in each
subdomain can be calculated separately using homogeneous boundary conditions
and to couple (and update) each subdomain boundary via physical boundary
conditions. The advantage of such an approach is that the calculation of the field
(with homogeneous boundary conditions) in each subdomain can be performed
nearly independently. The update due to boundary conditions requires only the
exchange of small messages between the processors. As a result, the scalability of
the solver should increase significantly.
Among the many domain decomposition methods, the balanced domain
decomposition with constraints (BDDC) and the dual-primal finite element tearing and
interconnection (FETI-DP) method are successful two-level non-overlapping domain
decomposition methods for 2D and 3D problems. In the MGTRI project, we tested
these two methods for a structured triangulation for a hexagonal domain with the
result that the FETI-DP method is better performing than the BDDC method. We plan
to use the FETI-DP method as a single core coarsest level solver for the multigrid
solver.

4.2. Model problem
We consider a second order elliptic partial differential equation with the coefficient
ε(x,y) being defined on a rectangular domain with an internal conducting structure as
shown in Fig. 18. As boundary conditions, we have to consider a homogeneous
Dirichlet boundary condition for the outer wall, ΦW(x,y,t) = 0, a homogeneous
Neumann boundary condition for the inner empty space, En(x,y,t) = 0, and a Dirichlet
boundary condition for the internal conductor, Φc(x,y,t) = Φc(t).
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Fig. 18 Rectangular domain with internal conducting structure (■)

(a) FDM

(b) FEM
Fig. 19 Stencil of the generating matrices

As discretization method we consider both the finite difference method (FDM) and
the finite element method (FEM). We discretize the equations on a structured mesh
with ε(x,y) being defined on each cell boundary. The coefficient ε(x,y) is time
dependent and will change for each time step of the simulation. The FDM has the
advantage that its stencil has at most five nonzero elements as shown in Fig. 19 (a)
and is intuitively understandable. But, the generated matrix for the SOL geometry is a
sparse nonsysmmetric matrix due to the inner Neumann boundary condition. In
contrast, the stencil for the FEM is a more extended stencil which has at most nine
nonzero elements as shown in Fig. 19 (b). Thus, it is more complex than the FDM
stencil and the according matrix-vector multiplication which is the basic operation of
the iterative solver becomes more costly. However, the FEM matrix of the Poisson
problem is symmetric which reduces the number of iterations for an iterative solver
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compared to a nonsymmetric matrix problem. Therefore, a performance comparison
between the FDM and FEM is worth to be investigated for the multigrid solver.
Furthermore, the FETI-DP domain decomposition method seems to be
mathematically well analized for finite elements but not for finite differences. Hence,
the FEFI-DP method is founded on more solid theoretical grounds for the FEM than
for the FDM.

4.3. Multigrid method with a gathering level
The multigrid method is a well-known, fast and efficient algorithm to solve many
classes of problems. In general, the ratio of the communication costs to computation
costs increases when the grid level is decreased, i.e., the communication costs are
high on the coarser levels in comparison to the computation costs. Since the
multigrid algorithm is applied on each level, the bottleneck of the parallel multigrid lies
on the coarser levels, including the exact solver at the coarsest level.
The number of degrees of freedom (DoF) of the coarsest level problem scales with
the number of cores (parallel coarsest level limitation). To improve the performance
of the parallel multigrid method, we consider to reduce the number of executing cores
to a single core (the simplest case) after gathering data from all cores on a certain
level (gathering level) as shown in Fig. 20. After gathering the data on a single core
further serial multigrid levels are possible. Thus, the algorithm avoids the parallel
coarsest level limitation. The optimal data gathering level for large numbers of cores
is the coarsest possible parallel multigrid level. It guarantees a minimum of data
transfer in the gathering procedure. The numerical results of the multigrid algorithm
showed that it has a very good semi-weak scaling property up to 24,576 cores for the
large problem sizes of the MGTRI project.

Fig. 20 Multigrid algorithm with single core levels
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For the problem at hand the coarsest level has to resolve the inner structures, unlike
for the standard problems such as the one from the MGTRI project. This leaves the
coarsest level with a couple of thousands DoF, which for the multigrid method are
more efficiently solved on the multiple core-level than on a single-core level.
Unfortunately, this concept also comes to its limit when the total number of cores
involved is significantly large, as it is the case on the HELIOS machine with up to 64k
cores. In such a case the DoF on the coarsest level is not sufficiently large to be
distributed among all the cores. To overcome this obstacle, all data should be
gathered at a certain level with an all-reduce operation for each core. As a first step,
the data structure of BIT2 has to be adapted to make the gathering of the data
feasible. This is in principle possible but nevertheless, the communication costs will
cause an additional overhead. Instead, it seems to be more efficient to switch at the
coarsest levels to the FETI-DP domain decomposition method which has the
potential to achieve reasonable efficiency even with a small number of DoF per core.

4.3.1. FDM vs. FEM
To compare the FDM and FEM, we computed the execution time of the matrix-vector
multiplication which is the basic operation of iterative solvers like the conjugated
gradient, GMRES, and multigrid method. The maximum number of nonzero elements
of each row of the matrix is five for the FDM and nine for the FEM. So we can expect
that the execution time of the matrix-vector multiplication of the FDM is faster than
the execution time of the FEM. In Fig. 21 we depicted the execution time of the
matrix-vector multiplication as a function of the problem size, i.e. the number of grid
levels (the log of the number of DoF), as a straight line for the FDM and with bullets
for the FEM. We performed our tests for two different numbers of cores, on 448 cores
(black) and on 896 cores (red). The numerical results in Fig. 21 confirm our
expectation, i.e. the matrix-vector multiplication of the FEM is more costly compared
to the FDM.

Fig. 21 The execution time of the matrix-vector multiplication in seconds as a function of the
number of levels on 448 cores in black and 896 cores in red. The results for the FDM are
depicted by a solid line and the FEM results by bullets.

Due to the handling of the natural inner boundary condition for the SOL domain, the
generation matrix for the FDM is non-symmetric. Instead, the generation matrix for
the FEM is symmetric. This gives an advantage to the FEM when it comes to the
number of iterations needed for iterative solvers to achieve converged results. To
confirm this we compare the solution times of the multigrid method using both the
generation matrices of the FDM and FEM. The results are shown in Fig. 22 where we
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investigated the behavior of the multigrid method with a Gauss-Seidel smoother as a
solver on the left and as a preconditioner of the PGMRES method on the right.
Hereby we use the same notation as in Fig. 21. Although the matrix-vector
multiplication is more costly for the FEM than for the FDM this is easily compensated
by a smaller number of iterations. As a result the solution time of the multigrid solver
is faster for the FEM compared to the FDM. Also for the PGMRES the FEM usually
gives better results.

Fig. 22 The execution time of the multigrid method as a solver (left) and as a preconditioner
for the PGMRES method (right) in seconds as a function of the number of levels on 448 cores
in black and 896 cores in red. The results for the FDM are depicted by a solid line and the
FEM results by bullets.

A comparison between the results of the multigrid method as a solver (left) and as a
preconditioner for the PGMRES method (right) depicted in Fig. 22 shows slightly
better results for the latter. Another advantage is that the convergence of the
PGMRES method is guaranteed which is not the case for the multigrid method as a
solver. In principle the multigrid method using the FEM generation matrix could be
also used as a preconditioner for the parallel conjugated gradient (PCG) method as
the generation matrix is a symmetric one.

4.3.2. Weak scaling for FEM
In the previous section we have confirmed that the FEM method is performing better
than the FDM. Next we want to further improve the speed-up of the multigrid method
for the FEM. For this we introduce the gathering of the data at a certain coarser level
of the multigrid method. Our test problem is given by a domain consisting of a 4 x 4
square without (full) and with (cut-out) a centered inner empty space of 3 x 3. The
effect of the internal conducting structure is neglected. As in the previous section we
use a Gauss-Seidel smoother for the multigrid method as a solver. We are interested
in a weak scaling with test cases of 4k to 1M DoF per core. In Fig. 23 and Fig. 24 we
depict the solution time as a function of the number of cores without (black) and with
(red) gathering of the data at a certain coarser level. In Fig. 23 the full domain is
taken into account (full) and in Fig. 24 the domain with an inner empty space (cutout). For the latter case the number of cores is reduced as the cores which would
have calculated the inner empty space in the full case are not needed any more.
We can clearly see that the results degrade the more, the larger the number of cores
becomes. The smaller the number of DoF per core is the more pronounced this effect
becomes. It is a well known effect because more DoF per core means a better ratio
between compute costs in relation to communication costs. However, the gathering
of the data at a certain coarser level (black) can help to alleviate the situation
significantly. In addition for the case with the inner empty space, we need less cores
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which further improves execution times. With a smaller number of cores the
communication is more efficient which results in faster execution times (see Fig. 24).

Fig. 23 The solution times in seconds of the multigrid method as a solver with the GaussSeidel smoother without (in red) and with (in black) gathering of the data at a certain coarser
level. The full domain is used in a weak scaling for different DoF per core: 4k DoF (-), 16k
DoF (•), 64k DoF (+), 512k DoF (○), and 1M DoF (x) per core].

Fig. 24 The solution times in seconds of the multigrid method as a solver with the GaussSeidel smoother without (in red) and with (in black) gathering of the data at a certain coarser
level. The full domain is used in a weak scaling for different DoF per core: 4k DoF (-), 16k
DoF (•), 64k DoF (+), 512k DoF (○), and 1M DoF (x) per core].

4.4. FETI-DP method
We focus on the non-overlapping two-level domain decomposition method (DDM)
because it is intrinsically parallel and therefore, achieves very good parallel
efficiency. In addition, its required number of iterations does not depend on the
number of subdomains (cores). To define the non-overlapping DDM, we assume that
the domain is partitioned into N non-overlapping subdomains as shown in Fig. 25.
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Fig. 25 Non-overlapping subdomains of the SOL domain

Fig. 26 Coarse level domains of the FETI-DP method for SOL domain

The non-overlapping DDM consists of two steps: one to solve the local problem on
each subdomain, which does not overlap with any other subdomain and the other to
solve a modified local problem with imposed continuity at the boundaries of the
sumdomains. Depending on how the continuity is imposed on the boundaries for the
non-overlapping DDM, we distinguish between the Dirichlet-Dirichlet and NeumannNeumann DDM cases. In particular, the BDD method belongs to the NeumannNeumann DDM and the FETI method is a Dirichlet-Dirichlet DDM. In particular, the
FETI method uses Lagrange multipliers λ to impose the continuity on the inner
boundary nodes. The local matrix of FETI which comes from the Neumann boundary
problem is usually a singular matrix. To avoid this singularity, the FETI-DP method
imposes continuity on the corner nodes which are part of more than one subdomain
as shown in Fig. 25. This leads to a coarser level domain for only the corner nodes
as shown in Fig. 26.
The whole procedure can be expressed in the following system of equations:

.
Applying one step of the block Gaussian elimination, we obtain the reduced system
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where

By eliminating again, we obtain the reduced system for λ

where

F has less DoF than the original problem because the number of DoF is the number
of nodes on the inner-boundary. But, these matrices are denser than the original one
and globally defined. From the construction of these matrices, we can perform the
matrix-vector multiplication locally. So we can solve the system by using an iterative
method such as PGMRES with a locally defined preconditioner.
We define a Dirichlet preconditioner for the system as

where
.
After solving the reduced system, we can get finally the solution by the following
computations

Due to the handling of the Neumann boundary condition of the FDM, the generated
system is nonsymmetric, i.e.,

which is also the case for the reduced system. Therefore, we have to use PGMRES
as iterative solver.

4.4.1. Results of the FETI-DP method
To be consistent with the multigrid results we used also for the FETI-DP method a
FEM discretization. We computed the required number of iterations of the FETI-DP
according to the ratio of the coarse mesh (H) to the fine mesh (h). We considered two
different subdomain cases: one with a square shaped subdomain (Hx = Hy) and the
other with a rectangular shaped subdomain (2Hx = Hy). The required number of
iterations are listed for the full domain in Table 9 and for the cut-out domain in Table
10. The results in Table 9 and Table 10 confirm that the required number of iterations
for solving a given problem with the FETI-DP method only depends on the ratio of the
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mesh sizes and does not depend on the number of subdomains. In addition, the
results show that the convergence for a rectangular subdomain [case b) in Table 9
and Table 10) is worse than the one for a square subdomain [case a)].

Table 9 The required number of iterations of the FETI-DP method on the full domain for
different ratios of the coarse to the fine mesh. The case of a squared a) and a rectangular
subdomain b) are considered.

Table 10 The required number of iterations of the FETI-DP method on the cut-out domain for
different ratios of the coarse to the fine mesh. The case of a squared a) and a rectangular
subdomain b) are considered.

Finally, we investigate the strong scaling property of the FETI-DP method. Again, we
distinguish between the results of the full domain (see Fig. 27) and the results of the
cut-out domain (see Fig. 28). The figures show a strong scaling: cases for different
fixed problem sizes are considered, and the solution times are shown as a function of
the number of cores. As we increase the number of cores, the size of the
subdomains that are distributed among the cores become smaller and smaller. In
Fig. 27, the number of cores are powers of two. As we double the core count, we first
divide the subdomains along the y-direction into halves, while the next division is
along the x-direction. This way the shape of the subdomains alternate between
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square and rectangular: the shape is square for core count 16, 64, ..., 4n, and
rectangular for 32, 128, ..., 2*4n cores. In case of the cut-out domain (Fig. 28), the
starting number of cores are different, but the shape of subdomains also alternate
between square and rectangular. In Fig. 28 the squared shaped subdomains were
executed on the following number of cores: 112, 448, 1792, and 7168. Accordingly,
the rectangular shaped subdomains were executed on the following number of cores:
224, 896, 3584 and 14336.

Fig. 27 The solution times in seconds for the FETI-DP method on the full domain as a
function of the number of cores. A strong scaling with four different DoF is depicted: 1M DoF
(-), 4M DoF (•), 16M DoF (+), and 64 M DoF (○). At core counts 16, 64, ... 4n we have square
shaped subdomains while at core counts 32, 128, ... 2*4n we have rectangular shaped
subdomains.

Fig. 28 The solution times in seconds for the FETI-DP method on the cut-out domain as a
function of the number of cores. A strong scaling with four different DoF is depicted: 460k DoF
(-), 1.8M DoF (•), 7.3M DoF (+), and 29 M DoF (○).At core counts 112, 448, 1792, and 7168
we have square shaped subdomains while at core counts 224, 896, 3584 and 14336 we have
rectangular shaped subdomains.

Again we can see that the efficiency of the FETI-DP method clearly degrades when
rectangular shaped subdomains are used. This effect is less pronounced for the full
domain compared to the cut-out domain. Also when it comes to the scaling the full
domain case behaves much better. In this case a scaling with the number of used
cores can be observed. The large the test case is, the higher the number of cores is
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to which a good strong scaling persists. Instead for the cut-out domain a good scaling
property is not observed. Thus, the FETI-DP method seems not to be a good choice
for our test problem of a domain with an inner empty space.

4.5. Conclusions
We have modified the data structure of the original multigrid method in KinSOL2D to
make it possible to reduce the number of cores being involved in the coarsest level
solving to just a single core. This has been done both for the original finite difference
scheme (FDM) and for a new implementation using finite elements (FEM). Although
the matrix-vector multiplication is more costly for the FEM than for the FDM this is
easily compensated by a smaller number of iterations needed for the iterative solver.
As a result the solution time of the multigrid solver is faster for the FEM compared to
the FDM. In addition, the performance of the multigrid solver is further improved by
gathering of the data at a certain coarser level. This helps especially when a small
number of degrees of freedom (DoF) per core is used.
In addition, we have implemented the FETI-DP method with a finite element
discretization for the SOL geometry. An implementation of the FDM for the FETI-DP
method seems not to be appropriate as it does not have as solid theoretical
foundations as the FEM. The results of the FETI-DP method showed that it suffers
from some limitations. As soon as the subdomains are not square-shaped the
performance drops significantly. Also the presence of the inner empty space has an
impact. The strong scaling for a domain with an inner empty structure showed a less
favourable scaling than for the full domain. Thus, the FETI-DP method does not
seem to be a good candidate for our model problem.
Finally, we conclude that the multigrid method in its enhanced form with gathering of
the data at a certain coarser level and in combination with the FEM seems to be a
good choice either as a solver or as a preconditioner. If it satisfies the exact
specifications of the project coordinator, D. Tskhakaya, then the method has to be
tested for more realistic cases.
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5. Final Report on HLST project HIMAT
5.1. Introduction
Hierarchical Matrices (H-matrices) were introduced by W. Hackbusch for one
dimensional problems. These matrices are sparse in the sense that only a few data
are needed for their representation. The matrix-vector multiplication is of almost
linear complexity which is the optimal case for a linear system. In general, sums and
products of these matrices are no longer in the same set, but their truncations to the
H-matrix format are again of almost linear complexity. The same statement holds for
the inverse of an H-matrix.
The key idea for the approximation of dense matrices, e.g. the triangular factors of an
LU-decomposition of the system matrix, is to reorder the matrix rows and columns so
that certain sub-blocks of the reordered matrix can be approximated by low-rank
matrices. These low-rank matrices can be represented by a product of two
rectangular matrices which results in significant savings in storage.
H-matrices can be a useful tool for the treatment of integral operators as well as the
solution of linear systems arising in the discretization of elliptic partial differential
equations. In finite element and finite difference methods, the stiffness matrix is
sparse, but its LU factors are fully populated and can be approximated by an Hmatrix. Such approximate H-LU factors may then be used as a preconditioner in
iterative methods or as a direct solver. So, the representation of matrices in the Hmatrix format is suitable for the efficient solution of matrix equations.
The aim of this project is to assess the benefit we can get by using the H-matrices in
fusion simulation codes such as EUTERPE or GENE. Currently, three libraries (HLib,
HLibPro, and AHMED) are available under license agreements. We exclude the
libraries HLibPro and AHMED from our assessment as they are written in C++ and
HLibPro can only be accessed in binary form. Instead we consider the HLib library
written in C to compute the solution of a discretized system of a second order partial
differential equations in 2D and 3D.
We consider finite difference and finite element methods with low order finite spaces
in 2D and 3D. Also, we consider the bicubic B-spline finite element method as a
special case which is used in the EUTERPE code as it has a large basis support
extended to more than one element in the finite discretization. We report the
inversion error, the number of iterations of GMRES with preconditioners in H-matrix
format, and the memory consumption of the H-inverse and H-matrix Cholesky
decomposition.

5.2. Basic structure of an H-matrix
To construct an H-matrix, we start with a hierarchical (cluster) tree of index sets. The
hierarchical tree consists by of the root index set, leaves, and intermediate index sets
which are called branches as shown in Fig. 29. We use the block cluster tree with
given cluster trees to present the given matrix. To construct an H-matrix the cluster
tree has to satisfy the admissibility condition. With this setup, we can construct an Hmatrix as shown in Fig. 30. Each block is either an admissible block (green in Fig. 30)
or inadmissible block (red in Fig. 30) in according to the given admissible condition.
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Fig. 29 Cluster tree.

Fig. 30 H-matrix structure: admissible block in green, inadmissible block in red.

In the H-matrix format we approximate the admissible block sub-matrix (n x m) A by
the product of two smaller matrices B and C with dimension n x k and k x m. They
are called low rank approximation with rank k as shown in Fig. 31 while we use the
full matrix format for the inadmissible block. Whereas A has nm entries, B and C,
when taken together, have k(n+m) entries which results in significant savings in
storage if k « n and k « m.

Fig. 31 Low rank approximation.
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Within such a structure it is possible to assemble, store and evaluate dense matrices
in almost linear complexity in the size of the matrix, i.e., with a complexity of
O(n(logn)c) for n×n matrices and a moderate constant c.
Instead of a low rank approximation, we can approximate it with a singular value
decomposition
for the admissible block as shown in Fig. 32 which is the starting point of the H2matrix.

Fig. 32 Singular value approximation.

5.3. Numerical experiments for 2D
In the following, we use exclusively the HLib library for numerical experiments in this
and the following section. First, we consider the Poisson problem on a 2D unit
rectangular domain as a test problem. Our test problem consists of the following
partial differential equation
(3.1)
where

∈ ^2

. It is well known that Eq. (3.1) has a unique solution.

For discretization purpose, we consider a uniform discretization with n points in each
direction excluding the boundary points. So the total number of the degree of
freedom (DoF) is n2. We consider the standard finite difference method (FDM) and
three finite element methods (FEM) for the problem of Eq. (3.1). For the FEMs, we
consider the linear finite element space on triangular meshes, the bilinear finite
element space on rectangular meshes, and the bicubic B-spline finite element space
on rectangular meshes.

5.3.1. Geometric bisection clustering method
In this section we use the geometric bisection clustering for the generation cluster
tree as shown in Fig. 33. According to this clustering, we have to reorder the
numbering of DoF.

Fig. 33 Clustering based on geometric bisection.
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After reordering, we can get the structure of the H-matrix. With this structure, we can
get the lower rank approximation on each block as shown in Fig. 34 for the n=32
case.

Fig. 34 The number of the low rank approximation in each block for the n=32 case.

We consider two different methods to compute the solution of the linear systems
which are generated by the FDM and the linear and bilinear FEMs respectively. One
is obtained by using the Cholesky decomposition as preconditioner in the
preconditioned GMRES and the other uses instead the inverse H-matrix (H-inverse)
for that purpose. In both cases, we set the minimum number of DoF per block to 16
and the accuracy for the H-matrix arithmetic to 10-4. We compare the error of the
inversion by using || M-1M – I ||2 and the number of iterations of the preconditioned
GMRES in Table 11. We set the maximum number of GMRES iterations to 100 and
denote with * when the GMRES does not converge and with × if we cannot run the
case usually due to excessive memory consumption.

Table 11 Numerical results for the H-matrix calculation in 2D.
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The number of iterations is usually very small except for the H-inverse of the FDM.
As the inversion error of the Cholesky decomposition is less than the inversion error
of the H-inversion the number of iterations for the Cholesky decomposition is smaller
than for the H-inverse. Therefore, the Cholesky decomposition in H-matrix format is
more efficient than the inverse in H-matrix format.
Next, we investigate the memory consumption of the H-matrix which should be very
efficient in this respect. We compare the required memory of the inverse matrix and
the Cholesky decomposition both in the H-matrix format with the original format. All
results being related to the inverse are shown in black and all results related to the
Cholesky decomposition are shown in red in Fig. 35. First we estimate the required
memory for the inverse matrix and the lower triangular matrix of the Cholesky
decomposition in the original format as a function of the DoF which is denoted as a
solid line. In addition, we plot the memory consumption for the FDM (+), the linear
FEM (•), and the bilinear FEM (◊) by using the H-matrix format as a function of the
DoF.

Fig. 35 The required storage for solving as a function of the DoF in 2D. In black the results
involving the inverse matrix and in red the Cholesky decomposition. Estimated memory
consumption of the original format as solid line. Memory consumption of the FDM (+), the
linear FEM (•), and the bilinear FEM (◊) by using the H-matrix format.

The estimated required memory of the Cholesky decomposition (just lower triangular
matrix) is almost half of the inverse matrix in the original format as shown by the solid
lines in Fig. 35. The difference of the memory consumption of the H-inverse
compared to the Cholesky decomposition represented as H-matrix is bigger than in
case of the original format. Both the inverse and the Cholesky decomposition show a
lower memory consumption for large DoF in case of the H-matrix format compared to
the original one. However, for the latter the effect is more pronounced and starts
already for relative small DoF. This trend is independent of the used method.
Next we tried the bicubic B-spline FEM case both for the inverse and Cholesky
decomposition in H-matrix format. For the latter the building of the Cholesky
decomposition failed for larger number of DoF. Hence, we focused on the inverse in
H-matrix format for the bicubic B-spline FEM case and found out that it becomes an
ineffective preconditioner for too large number of DoF. We could get converged
solutions only for the cases with a small number of DoF. So we investigated the
numerical behavior according to the minimum number of DoF per block (nmin) and
the accuracy of the H-matrix arithmetics (eps). We start with (nmin, eps) = (16 , 10-4)
and then move gradually to (32 , 10-4), (16 , 10-5), (32 , 10-5), … if a given (nmin, eps)
is not converged. We depicted the error of inversion and the number of iterations of
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the preconditioned GMRES for the converged results in Table 12. It shows that we
need larger DoF per block nmin and smaller eps as the number of DoF is increased.
As a consequence we need more time for the inversion in H-matrix format and more
memory. In general, it shows that the H-matrix format with geometric bisection
clustering is not well suited for the bicubic B-spline FEM.

Table 12 The number of iterations of the preconditioned GMRES for the bicubic B-spline FEM
case according to nmin and eps.

5.4. Numerical experiments for 3D
We consider now the Poisson problem on a 3D unit rectangular domain as a test
problem with the same geometric bisection as for the 2D case and a clustering based
on the domain-decomposition (DD-clustering) for generating cluster trees.
As in the previous section for the 2D case, we consider the finite difference method
and two finite element methods, one is on prism elements (which corresponds to the
linear finite element spaces in 2D) and the other on cube elements (trilinear finite
element spaces). But, we do not consider the tricubic B-spline FEM because its
corresponding method (bicubic B-Spline FEM) is hard to converge for 2D problems
and does not fit to the DD-clustering as we will explain later.

5.4.1. Geometric bisection clustering
First, we consider the geometric bisection clustering as in the previous section. We
can extend the 2D cluster by adding a division direction along the z-axis. The number
of DoF is n3 when we set n points in each direction. For our numerical test cases we
have problems to achieve the Cholesky decomposition in H-matrix format, so we use
only the H-inverse. The error of inversion and the number of iterations of the
preconditioned GMRES are depicted in Table 13. In 3D, the number of DoF is eight
times larger when n is doubled in each direction, i.e., the number of DoF increases
rapidly. So we do not double the n as in 2D and just choose a larger n instead.

Table 13 Numerical results of the H-matrix calculations in 3D by using the H-inverse.

We have a somewhat diverse behavior for each case. The number of iterations for
the FDM increases slowly as the number of DoF is increased. The error of inversion
for the FEM on the prism element increases rapidly. Consequently, the GMRES does
not converge when the number of DoF is larger than 64,000. However, for the
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trilinear FEM case the error of inversion keeps small and the number of iterations is
konstant.

5.4.2. Nested dissection method
Next, we consider the nested dissection method which is one of the reordering
methods and exploits the concept of separation. The main idea is to separate the
vertices in a matrix graph into three parts, two of which have no coupling between
each other. The third one, referred to as an interior boundary or separator, contains
couplings with (possibly both of) the other two parts. The nodes of the separated
parts are numbered first and the nodes of the separator are numbered last. This
process is then repeated recursively in each subgraph. An illustration of the resulting
sparsity pattern is shown in Fig. 36 for the first two decomposition steps. In domain
decomposition terminology we recursively subdivide the domain into an interior
boundary and the resulting two disjoint subdomains.

Fig. 36 Illustration of a clustering based on domain-decomposition in 2D.

A favorable property of such an ordering is that a subsequent LU factorization
maintains a major part of its sparsity structure, i.e., there occurs no fill-in in the large,
off-diagonal zero matrix blocks. In order to obtain a nearly optimal complexity, DDclustering approximates the nonzero, off-diagonal blocks in the H-matrix
representation and computes them using H-matrix arithmetic. The blocks on the
diagonal and their LU factorizations will be stored as full matrices. A visualization for
the DD-clustering of a 3D domain and the resulting block structure are presented in
Fig. 37.

Fig. 37 Clustering based on domain-decomposition in 3D.
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To apply the DD-clustering, we can choose the separator which can be easily defined
in the FDM and FEM on the prism and cubic elements where the matrix has nonzero
elements only on the consecutive node indexes in each direction. Because the
resulting matrix of the bicubic (tricubic) B-spline finite element space has more
nonzero elements in each direction, we cannot choose the separator, i.e., the cubic
B-spline finite element space does not allow DD-clustering. So we do not consider
the tricubic B-spline FEM.
For the same reason as in the case of the geometric bisection clustering, we test
several n from 16 to 200 and use LDL decomposition which is a variant of the
Cholesky decomposition. We report the error of the inversion and the number of
iterations of preconditioned GMRES in Table 14. The results show that the inversion
errors are very slowly increasing as the number of DoF increases and the number of
iterations is almost constant for the FDM and trilinear FEM. For the FEM on the prism
elements the inversion errors and the number of iterations rapidly changes for
specific numbers of DoF.

Table 14 Numerical results for the domain-decomposition clustering H-matrix calculation in
3D by using the LDL decomposition.

5.4.3. Memory consumption of the geometric bisection
clustering and nested dissection method
Finally, we consider the memory consumption of the H-matrix format in 3D. The
memory consumption of the inverse and the LDL decomposition of the matrices from
the FDM and FEMs for the 3D problems is more pronounced in comparison to the
memory consumption of the 2D problem. In 2D, the estimated memory consumption
is O(n3) for n nodes in each direction, i.e., O(N√ ) for N=n2 DoF. In 3D, the
estimated memory consumption is O(n5) for n nodes in each direction, i.e., O(N √ )
for N=n3 DoF.
As we did for the 2D case, we compare again the required memory of the inverse
matrix and the LDL decomposition both in the H-matrix format with the original
format. All results being related to the inverse are shown in black and all results
related to the LDL decomposition are shown in red in Fig. 38. First we estimate the
required memory for the inverse matrix and for the LDL decomposition in the original
format as a function of the DoF which is denoted as a solid line. The results for the Hinverse have been achieved with the geometric bisection clustering and for the LDL
decomposition with the DD-clustering. In both cases, we denote the FDM as +, the
FEM on prism elements as •, and the trilinear FEM as ◊.

60

Fig. 38 The required storage for solving as a function of the DoF in 3D. In black the results
involving the inverse matrix achieved with the geometric bisection clustering and in red the
LDL decomposition with the domain-decomposition clustering. Estimated memory
consumption of the original format as solid line. Memory consumption of the FDM (+), the
linear FEM (•), and the bilinear FEM (◊) by using the H-matrix format.

As for the 2D case, both the inverse and the LDL decomposition show a lower
memory consumption for large DoF in case of the H-matrix format compared to the
original one. However, the effect is more pronounced in 3D than for the 2D case.
Especially, for the LDL decomposition the memory consumption is much lower for the
H-matrix format than for the original format.

5.5. Conclusions
For our assessment we focused on the HLib library. Unfortunately, the library is not
parallelized so far which limits the size of the test cases to be investigated. As test
cases we used the Poisson problem being discretized with the Finite Difference
Method (FDM), the linear, bilinear, and trilinear Finite Element Method (FEM) without
overlapping elements and the cubic B-spline FEM with overlapping elements. In both
2D and 3D we used a geometric bisection clustering and in 3D in addition a domaindecomposition clustering. Wherever possible, we tried to use the H-matrix format to
approximate the inverse matrix and the Cholesky (or LDL) decomposition which we
both tested as a preconditioner for the GMRES iterative solver.
Especially for the Cholesky and LDL decomposition we could achieve very good
results in terms of memory consumption and speed for the FDM and linear, bilinear,
and trilinear FEMs. The larger the number of degrees of freedom (DoF), the smaller
the memory consumption becomes in the case of the H-matrix format compared to
the original one. This is even more pronounced for the 3D case compared to the 2D
case. For the inverse matrix in H-matrix format a similar behavior can be observed,
however less pronounced.
Nevertheless, the situation is not that positive when it comes to the Cholesky and
LDL decomposition for the cubic B-spline FEM with overlapping elements. For this
case the domain-decomposition clustering does not work due to the overlap.
Unfortunately, also the geometric bisection clustering fails for larger number of DoF.
Therefore, further investigation has to be done on this issue.
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6. Final Report on HLST project ITM-ADIOS2
6.1. Introduction
Lengthy, computationally intensive plasma physics simulations require periodic ondisk storage of intermediate results. There can be several reasons for this:
prevention of data loss due to accidental hardware or software failures,
monitoring/processing the results of an ongoing simulation or a restart possibility for
prolonging the simulation execution across multiple runs, beyond the batch system
constraints for single executions. However, as a consequence of the ever increasing
ratio between computing power to Input/Output (I/O) subsystems throughput, a
relevant fraction of (wall clock) time is consumed by “waiting” for I/O operations to
complete. Usage of “parallel I/O” techniques may reduce this time by increasing the
I/O throughput and thus, the efficiency in resource usage. Also techniques of
overlapping I/O and computation, so-called “staging” techniques, are known to
improve I/O efficiency.
The project ITM-ADIOS2 has been launched by ITM (Integrated Tokamak Modelling)
which is an institutional effort devoted to the development of a standardized
environment for tokamak simulations. Such effort involves several simulation codes,
supported by a geographically distributed community of physicists and institutions.
Given the current heterogeneity of the involved codes, solutions with a high degree of
compatibility are preferred. Results of the present investigation are targeted at this
community for which simplicity of possible solutions is of importance.
The primary goal is to assess the publicly available “ADIOS” software library (see [1])
in terms of obtaining better I/O efficiency. ADIOS [1] is an open source software
library for large file system I/O developed at the Oak Ridge Laboratories. It offers a
single interface to many I/O methods; among its goals are interoperability and high
speed I/O. This gives the basics for fast and reliable checkpoint/restart.
This project is the successor of a first ITM-ADIOS project, carried out by HLST during
2011–2012 [2]. Back then file systems performance of the HELIOS and HPC-FF
computers were characterized both in serial and parallel usage. The HPC-FF
computer installation (hosted at the Jülich Super Computing Centre, Germany)
served the plasma physics community until mid-2013, and consisted of 1080 nodes,
8 cores each, for a total of 8640 cores. Using techniques developed on HPC-FF, the
study was extended to the HELIOS machine, hosted in Rokkasho, Japan and put into
operation beginning of 2012. HELIOS is considerably larger than HPC-FF: 4410
nodes, 16 cores each for a total of 70,560 computing cores, of which a maximum of
65,536 are allowed to participate in a single parallel job. In the past, parallel I/O had
been studied using the ADIOS-1.3 library. Much of the effort went into studying the
MPI-IO interaction with user-available LUSTRE parameters. In this way, an
elaborated benchmark program able to achieve close to peak I/O performance was
developed. With optimized parameters, it achieved close to 15 GB/s on HPC-FF and
35 GB/s on HELIOS. This is respectively ≈ 75% and ≈ 50% of the maximum
bandwidth. The project ITM-ADIOS provided ready to use examples for I/O code.
However, most of that study was carried out using the aforementioned, elaborated
benchmark program, and with a rather complicated structure.
The current project aims primarily at improving our techniques in using ADIOS as
simply and effectively as possible and transferring the acquired knowledge to ITM
scientists. The following sections present activities that have been carried out,
together with a discussion of new results and a perspective on near-term work. A
technical report with recommendations for users is also in preparation.

6.2. Aspects of the HELIOS file systems
HELIOS features three large file systems: $PROJECT, $WORKDIR,
$SCRATCHDIR; of whom the first is designated for long time keeping of data, and
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the last two are intended to be used by applications with large I/O needs.
Additionally, each node features a local Solid State technology based disk (SSD)
capable of ≈ 180 MB/s I/O, mounted on the /tmp directory. Experiments conducted in
the previous ITM-ADIOS project gave us a solid understanding about the
$WORKDIR and $SCRATCHDIR I/O performance. For that we used a serial program
to perform binary I/O based on the Unix “dd” tool.
The synchronizing option was switched on to ensure that the measured performance
would be effective (for updated measurements see Section 6.3). Effective
performance indicates what the I/O hardware (LUSTRE installation + network) is
capable of by measuring the speed at which data travels to disk. User perceived
(unsynchronized) performance might be higher because of operating system level
caches keeping the data buffered for disk transfer. However, unsynchronized I/O
does not give guarantee of the data being actually stored on disk — a crash might
still occur on a subsystem, and data would get lost. Moreover, unsynchronized I/O
speed is influenced by the node’s free available memory or network traffic situation at
a given moment. In judging the quality of a hardware installation, effective
performance may be more interesting to look at, whereas in other contexts user
perceived performance may prove more interesting.
The next section illustrates results obtained in recent experiments.

6.3. Serial I/O Performance Assessment on HELIOS
As reported in [2], two LUSTRE parameters are important for serial I/O: LUSTRE
stripe size (Lss, measured in MB) and LUSTRE stripe count (Lsc, or the number of
storage targets employed for a given file’s storage). The experiment we report here is
based on writing repeatedly 4 GB of data to files created using different values for Lsc
and Lss. The best observed serial I/O reached ≈ 520 MB/s on the $SCRATCHDIR file
system, and occurred while using Lss = 32 MB and between two and eight for Lsc. The
worst obtained result was roughly half of that: ≈ 270 MB/s, and occurred with Lsc = 1.
Similarly, suboptimal results (≈ 300 MB/s) occurred when using Lss >= 128 MB or
Lsc >= 32. As one can verify from Fig. 39, these values are quite similar on both
$WORKDIR and $SCRATCHDIR.
’dd bs=64M count=64’ (default Lss:1 count:4) on Helios:/csc/scratch2/mmh

’dd bs=64M count=64’ (default Lss:1 count:4) on Helios:/csc/workdir2/mmh
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Fig. 39: Serial writing I/O performance on HELIOS $SCRATCHDIR and $WORKDIR file
systems.

Although the general picture matches that from the old results in Ref. [2], one may
observe a generalized degradation of performance, mostly in the range of 10–20%
(see Fig. 40).
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Fig. 40: Serial writing I/O performance on HELIOS $SCRATCHDIR and $WORKDIR file
systems, relative difference to the results obtained in our previous study [2].

The complete characterization of this degradation has been submitted to CSC via the
ticket system and the problem is being handled by system administrators. Their
finding at the moment indicate the degradation is due to the more recent LUSTRE
software versions increased stability, at least of some (serial) performance.

6.4. I/O Performance for a trivial parallel job
Parallel I/O involves all computing resources: computing nodes, the network
interconnect, and the storage area systems. We established a simple test to measure
the performance of the I/O system under a heavy “parallel” load, though avoiding
most of the user-space software complexity. Namely, we launched a job consisting of
independent parallel processes writing to independent files, without using the MPI
message interface, relying only on the SLURM job manager. In our experiment, each
process wrote 512 MB to a uniquely named file, using the synchronization option, so
effective performance could be studied.
serial I/O in parallel on Helios ("dd if=/dev/zero bs=1M count=512 conv=fdatasync ...")
32768
$WORKDIR

Throughput (MB/s)
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parallel MPI processes writing each to a 512 MB file, 16 per node
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Fig. 41: I/O writing performance on $WORKDIR obtained using 1 to 1024 nodes performing
serial I/O. LUSTRE parameters were chosen according to the “rule of thumb” we had
extrapolated in [2].

The results show (see Fig. 41) that after a near-to-linear ascending phase from 16 to
64 parallel processes (1 to 4 nodes), the throughput stabilizes at ≈ 32 nodes, giving a
plateau located at ≈ 22 GB/s. Given the simplified conditions under which this test
has been performed, we regard these results as near to the optimum.
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6.5. Possible usage of /tmp for fast I/O
Throughput results of the previous section are limited to ≈ 22 GB/s, which is reached
for a quite small number of 512 MPI processes out of a maximum of 65,536 (or, 32
nodes out of 4096). Instead the system’s /tmp file systems might be used for higher
throughput rates. Indeed as /tmp is local to each node, its total storage capacity
grows linearly with the number of nodes. Being each local file system capable of
≈ 180 MB/s (or, ≈ 11 MB/s per process), one would expect the capacity of e.g. a 1024
node job to be ≈ 180 GB/s.
The parallel environment erases the user-generated contents of /tmp after each job's
termination. Although this is a perfectly reasonable policy, it singles out a straightforward implementation of checkpoint-restart based on copying data after job
termination. A hypothetical feasible solution based on synchronous I/O in /tmp
followed by an asynchronous (that is, overlapped with computation) transfer to
$WORKDIR/$SCRATCHDIR would have the potential of boosting performance over
$LUSTRE by 900%. The current amount of /tmp space made available by CSC is
≈ 50 GB. Results of a performance test using the “dd” utility are as predicted and are
displayed in Fig. 42. Notice the comparison with $WORKDIR writing speed: at 2048
processes (128 nodes) break-even occurs and writing to /tmp beyond that point
becomes (overall) faster.
serial I/O in parallel on Helios ("dd if=/dev/zero bs=1M count=512 conv=fdatasync ...")
I/O writing throughput (+parallel environment overhead) (MB/s)

1.04858e+06
$WORKDIR
/tmp
ideal scaling on /tmp
262144

65536

16384

4096

1024

256

64
16

32

64
128
256
512 1024 2048 4096 8192 16384 32768 65536
parallel MPI processes writing each to a 512 MB file, 16 per node

Fig. 42: Serial I/O from a parallel job writing to /tmp and $WORKDIR compared. The figure
shows total written data divided by the time it took to run the writing job. Therefore, a small
parallel environment overhead is also being measured (up to 10% at 32,768 processes).
Notice the almost linear scaling of the aggregated /tmp I/O capacity. The largest run (65,536
processes) was slower than expected due to a parallel environment synchronization failure.

6.6. Parallel I/O Performance Assessment on HELIOS
Results in this section have been obtained by using ADIOS in an MPI enabled
program. Running a few significant cases with the ADIOS-1.3 based IABC
benchmark from [2] suggested that last project’s I/O performance can be re-obtained.
However, due to API incompatibilities, the source code of the old IABC needed to be
adapted to ADIOS-1.5. Instead of updating the old C benchmark, we worked to
obtain a minimal, yet representative Fortran based benchmark aimed at establishing
a “model ADIOS usage”. After experiments and communication with ADIOS
developers, we found out a solution which seems to be simple and efficient enough
to be proposed to the ITM community.
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We ran our benchmark with an increasing number of MPI tasks (or MPI processes)
Pntasks, always with 16 tasks per node, and with either 128, 256 or 512 MB of data per
task (Pdpt) being written to a single file, as in:


Pntasks (Number of Tasks) = 16, 32, 64, 128, 256, 512, 1024, 2048, 4096



Pdpt (Data per Task) = 128, 256, 512 MB

Our pilot tests with the new solution gave the performance shown in Fig. 43.
ADIOS-1.5 I/O write performance, AGGREGATE I/O method
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25000

$WORKDIR, 128 MB/file
$WORKDIR, 256 MB/file
$WORKDIR, 512 MB/file
$SCRATCHDIR, 128 MB/file
$SCRATCHDIR, 256 MB/file
$SCRATCHDIR, 512 MB/file
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2048

4096

Fig. 43: ADIOS I/O write performance on HELIOS, for different I/O size per task and total
number of MPI tasks. Notice overall write capacity saturation being already approached at a
small number of 512 tasks (32 nodes).

We can see that similarly to the results in Fig. 41, saturation is being reached already
at 512 tasks (32 nodes) with ≈ 25 GB/s. As expected, the cases with larger Pdpt
reached saturation with less MPI processes. It is interesting to note that unlike our
past investigation ([2]), here it is ADIOS itself which chooses the LUSTRE striping
parameters (actually, Lsc = 1, Lss = 1 MB). Reducing the number of files to one per
node may be beneficial (see [2]), but apart from this we do not expect significant
improvements to be within easy reach.
These tests are not representative for all possible data distributions and
configurations; see Section 6.10 for performance notes of the solution we
recommend to our users.

6.7. ADIOS 1.5 and staging
ADIOS-1.5 offers three methods ([3], Sec. 2.3.8), based respectively on the
DataSpaces system, DIMES, and Flexpath transport systems. According to
documentation and clarification from the ADIOS authors, these methods are not in
production yet.

6.8. I/O needs of selected ITM codes
After having assessed the performance capabilities of ADIOS-1.5 on HELIOS, we
proceeded identifying the main I/O needs of three ITM community codes: NEMORB,
GENE and GEMZA. These are FORTRAN codes, and so we use FORTRAN
terminology in the description that follows.
The major I/O operations in these codes occurs on one to a few large global arrays:
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In the case of NEMORB, the array is REAL(:,:); for GENE it can be either
COMPLEX(:,:,:,:,:,:) or REAL(:,:,:,:,:,:) (it is compile time dependent); for
GEMZA it is REAL(:,:,:,:). In all cases, compiler switches are being used by
the authors to select either REAL(KIND=4) or REAL(KIND=8). In the case of
GENE, support for different precisions or either real/complex in the same
build may be useful.



The local slices of GENE’s global array are of hyper-rectangular SHAPE,
whose SIZE and distribution can be determined at run-time: a full 6dimensional decomposition is thus possible. The local slice sizes are
replicated on each computing task, with a different position in the global array.



Indices convention is that of starting at zero, and ALLOCATE’ing using global
indices. NEMORB’s array is distributed on one dimension only, on which the
local sizes can vary (they depend on the number of local particles). The other
dimension is replicated (that is, not distributed).



GEMZA’s arrays are being ALLOCATE’d according to local indexing, onebased.

In all cases, capability of reading back the data by a different number of parallel tasks
was required for preprocessing and flexibility purposes.

6.9. A lightweight FORTRAN module “HLST-ADIOSCHECKPOINT”
ADIOS provides a certain degree of generality with its features: there are many
options at the user’s disposal. Therefore, enabling an application to use ADIOS may
require a certain knowledge of the library and effort to maintain it. In our experience
on HELIOS, achieving fast I/O with ADIOS requires choice of certain (ADIOS
specific) parameters. For this reason, it has been decided to provide ITM users with a
lightweight wrapper around the ADIOS library, in form of a FORTRAN module,
named “hlst_adios_checkpoint”, abbreviated in the following by “HAC”. The module is
to be specialized at build time to our users’ use cases, as mentioned in the previous
section. With these constraints, HAC’s interface is kept at a minimum and could be
easily documented, relieving the users from having to consult any official ADIOS
documentation. This shields the users from many possible programming errors as
well. The correctness, performance and maintenance aspects are dealt within the
models maintained by HLST, thus relieving ITM users from such burdens.
In order to use HAC, an ITM user has to include only the FORTRAN source in the
code base; the interface is made up of merely six subroutines, respectively for:


ADIOS library initialization and finalization (at program begin or end)



checkpoint and restart (each with one single call)



checkpoint file metadata read



test/benchmark (same subroutine for either of the two, driven by environment
variables and intended to act as a complete program)

Three preprocessor symbols determine the numerical type and array dimensions
count the module is specialized for.
The module is exhaustively documented with a few pages in Unix Man format.
Respect of standard and correct Fortran 2003 is enforced by using the (proprietary)
“Forcheck” static analysis tool and the strictest compiler flags. Correctness for a
variety of use cases (e.g. different data distributions, several and differently sized
I/Os in a row) can be checked by invoking the included test/benchmark suite.
Additionally, we performed a test with the Valgrind [4] (GPL licensed) tool when
stress-testing ADIOS serially to find out about memory leaks (“valgrind --leak-
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check=full”). After finalization of the ADIOS-1.5 library, we observed that a number of
memory chunks appeared to be left allocated by ADIOS; in other words, there are
memory leaks. In our typical cases, these seem to be proportional in size and
quantity to the number of I/Os performed, less than 10 kB in a few chunks each time.
This may lead to problems in very long running and I/O intensive executions. We
have informed the ADIOS authors with a diagnose of this problem and about minor
error reporting issues. Therefore forthcoming (1.7 on) releases should be more
robust in this regard.

6.10. Performance aspects of HAC
According to our past experience, an I/O library is not necessarily always efficient in
all the cases that may possibly arise. For this reason, we did a performance test of
ADIOS-1.5 (through the use of HAC) in the following different situations:


different MPI libraries (either bullxmpi or intelmpi)



different file systems: $SCRATCHDIR, $WORKDIR



different workloads: either 50, 100, 150, 300 MB per task



different job sizes: from 1 to 128 nodes (as seen in a previous section,
32 nodes suffice to saturate the I/O system)

In all these cases, we did not observe any behaviour particularly diverging from what
was expected. So for instance, one may expect above a dozen of GB/s for 16–32
nodes; in general more with larger workloads from each task; no major differences
depending on the MPI library used. As to the practical performance in a real world
environment, we have received communication that HAC is able to speed up the
checkpoint-restart times of GENE on HELIOS by a factor of few tens, and achieve a
throughput in the expected range.

6.11. ADIOS-1.5 on the EFDA Gateway
We made available an ADIOS installation (versions 1.3.1 and 1.5.0) together with our
HAC module on the ITM gateway cluster. This is the primary machine for ITM code
development and integration. Having a reference ADIOS installation allows ITM
users to test our ADIOS based solutions and use them further in production on
HELIOS. Every ITM user has now access to code, documentation and instructions of
HAC (working with ADIOS-1.5) [5].

6.12. Possible Future Work
There are two types of additional developments of the present project: a) ones
concerning the HAC module; b) further experimental work. Both depend on the
reception of HAC by the community and their I/O needs. At the present stage, the
HAC module supports a single given numerical type and number of dimensions per
built instance, specification occurs exclusively with the preprocessor. Enabling the
module to support different array configurations in a single build may serve
requirements of minor, but still relevant I/O’s.
In the final stages of this project, ADIOS-1.6 has been released. This version does
not bring improvements in the staging capabilities, which is an area of particular
interest, but it may be worth adapting HAC to it to keep the pace with the API
evolution.

6.13. Conclusions
A reasonably simple and robust method for using ADIOS-1.5 efficiently on HELIOS
has been established. A relevant subset of ADIOS features has been studied, and
I/O performance properties of our machine of reference (HELIOS) have been
characterized. We have worked in transferring our knowledge and experience to
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major ITM codes, and tuning our solution to their needs. The solution is easily usable
in form of a Fortran module and on reasonably sized runs it allows users to fully
exploit the I/O capabilities of the HELIOS machine.
We plan to disseminate information about our work via a webinar to interested users.
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7. Final report on HLST project PARFS2
7.1. Introduction and initial project status
The Frascati theory and modelling group has developed in the past years hybrid
MHD-PIC codes (HMGC, HYMAGYC) to study linear and nonlinear dynamics of
Alfvénic type modes in tokamaks, in the presence of energetic particle populations.
While a large effort has been devoted to the parallelization of the kinetic part of the
code, the corresponding field solver has remained serial.
The first “PARFS” (Parallel Field Solver [1]) project yielded a parallel version of the
field solver (MARST) component in the “HYMAGYC” code. This required a parallel
linear system solver component that was developed by HLST. It consisted of a
minimally invasive layer between HYMAGYC and third party linear solvers, starting
with the MUltifrontal Massively Parallel Solver (MUMPS, [2]) and the IBM Watson
Sparse Package (WSMP, [3]).
The PARFS solver interface provided to HYMAGYC contained merely four
subroutines covering a few thousand lines of code. These serve the purposes of:
initializing the solver, beginning matrix construction, inserting matrix coefficients, and
solving the linear system. A relevant part of the underlying code is to convert and
redistribute the matrix according to the format required by the linear solvers. The rest
of the code is specific to the solver libraries being used. The solver libraries were
chosen after tests done with linear systems dumped to file.
At the end of the PARFS project a modified version of HYMAGYC was ready to run
with the PARFS solver interface enabled on the HELIOS machine. The best solver
identified by then was MUMPS-4.10 (version running with Intel MPI). WSMP had
been found to work on mid sized cases but using excessive time and memory
resources in order to be competitive with MUMPS. The librsb library [4] was used as
a helper.

7.2. Overview of project activities
The key activities proposed by the project coordinator in the project PARFS-2
proposal were:
1) Improvement of integration and usability aspects (e.g. to make PARFS usable
with the eigensolver MARS)
2) An extended investigation of the linear solvers with the aim of improving the
efficiency, both memory- and CPU-wise
We have proceeded with respect to the first point by:


Integrating the “modified copy” of HYMAGYC obtained in the previous project
into the main repository trunk



Providing help in porting the code to the ITM/EFDA and CRESCO gateways

Additionally, the project coordinator also made his part of necessary adaptations, the
most important of which being switching most of the arrays to be fully
ALLOCATABLE according to the given MHD equilibrium “size” and parallelizing the
time stepper.
Regarding point two we proceeded by:


Adding ScaLAPACK to the list of possible solvers in PARFS



Tuning the MUMPS solver control parameters

The different solvers can now be selected (and controlled) at runtime by the user by
means of a handful of PARFS_* prefixed environment variables. The following
sections will discuss the testing activities and findings.
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In July a visit to the project coordinator has taken place; we report on this as well, in
Section 7.6.

7.3. Time consumption in HYMAGYC
To understand the impact of the “factorization time” (Tfac) and “solve time” (Tsol) of the
solver package on the “total simulation time” (Ttot) of HYMAGYC it is sufficient to
have a crude model for time consumption:
Ttot = Tfac + Nstep * (TRHS + Tsol)
Here we have neglected the initialization time of the code and introduced the number
of time steps Nstep of the simulation together with additional overhead during one time
step caused mainly by the computation of the next right hand side vector (TRHS).
Of these:


Tfac, Tsol, TRHS depend on the case size, available threads count and MPI
tasks count



Nstep depends on the choice of the user and is usually large (Nstep > 103)



Tfac and Tsol depend strongly on the chosen solver



TRHS significantly increases when the right hand side is constructed with
contributions from the PIC part of the code

For realistic simulations the factorization time Tfac usually is of minor interest as the
factorization occurs only once and becomes less and less relevant as the number of
time steps increases. The impact of the solving time Tsol strongly depends on whether
the PIC option of HYMAGYC is used or not. When switched on, TRHS may greatly
exceed Tsol, thus changing the linear solver preference criteria towards other aspects
as e.g. memory usage.
It is important to note however, that a time consuming Tfac is a big impediment in the
development and testing phase of the code.

7.4. ScaLAPACK and MUMPS results on HELIOS, first
tests
This section discusses results of a first tests phase, conducted on ten linear systems.
The smallest features 1.4·105 equations and 5.8·106 nonzeroes; the largest
respectively 1.4·106 and 5.5·108. Different numbers of MPI tasks and OpenMP
threads and different MUMPS reordering options (PORD and SCOTCH) have been
taken into consideration; only one MPI library (Intel’s) was considered. As mentioned,
the ScaLAPACK solver is now at the HYMAGYC user’s disposal. As it is a
dependency of MUMPS-4.10, it was an obvious choice to include it for direct usage.
We are using the ScaLAPACK version included in the Intel MKL, as well as the
further prerequisite libraries BLAS and BLACS. It is important to note that neither
ScaLAPACK nor MUMPS use OpenMP. The invoked Intel MKL BLAS routines do so
instead.
Having to solve a non diagonally dominant block tridiagonal complex linear system,
the factorization and solver routines we use in ScaLAPACK are respectively
PZGBTRF and PZGBTRS. These require the matrix coefficients to be stored in a
dense banded format, thus causing a relevant part of the band to be made up of
zeroes. This is not convenient, as it wastes memory and computing time.
Considering also the temporary arrays which have to be provided for PZGBTRF
usage, the total memory to represent the original (block tridiagonal) panels within the
dense band can exceed, even by an order of magnitude, the native format’s
(MARST) original requirement. There is however a trade-off between memory usage
and floating point performance. In principle, a dense banded format may achieve
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faster execution time using blocked and vectorized code. The parallel distribution of
the band portions is by column blocks; as a result, the columns block count cannot
exceed the band width; consequently, for the largest case considerable here, 318
MPI tasks is the limit. The PARFS solver interface uses its own MPI communicator,
so the solver processes are in any case a subset of the total running HYMAGYC.
Due to the large amount of measured data and the on-going investigations, we will
limit ourselves to the most relevant quantities. The following Table 15 summarizes
them.
INTEL MPI
MUMPS
ScaLAPACK

NN=16,NT=1
786+0.78
3615+10.40

NN=16,NT=16

NN=318,NT=1

NN=318,NT=16

679+0.68

625+0.26

615+0.26

3212+10.40

1123+1.75

122+1.50

Table 15: Analysis and factorization (Tfac) + Solve (Tsol) times for the largest case (1.4·106
equations and 5.5·108 nonzeroes) when using either 16 or 318 nodes (NN) with one MPI task
per node, and either 1 or 16 OpenMP threads per task (NT). Here we use PORD as the
MUMPS reorderer, ScaLAPACK from Intel MKL v.11, CSC-provided MUMPS-4.10 and Intel
MPI. Please recall that OpenMP parallelism stems only from the BLAS layer provided by the
MKL. For each MPI tasks/threads (NN/NT) combination, the best Tfac and Tsol are being
displayed in bold text.

We focus here on the ScaLAPACK results first. Comparing the single threaded
factorization times (Tfac) of the largest case, one sees they scale poorly, e.g. 3615 s
to 1123 s going from 16 to 318 tasks, so only 3x with 20x the tasks. Conversely, the
16-threaded case scales even slightly superlinearly with the number of processes,
namely 3212 s to 122 s when going from 16 to 318 tasks, yielding a 26x speedup
with 20x the tasks. It is not obvious why having such an asymmetry in MPI strong
scaling should depend on whether threading is enabled or not. In principle using 16
tasks and having large local blocks and relatively little MPI communication is a good
premise for efficient threading. But instead of improving significantly, timings go down
merely from 3615 s to 3212 s. Further investigations seem to be mandatory to gain
deeper insight (see comments in Section 7.9.2).
Let us consider the solve time (Tsol) for the largest case. Going from 16 to 318 tasks
(≈ 20x) the execution time scales from 10.4 s to 1.75 s (≈ 6x). In addition, there
seems to be hardly any thread parallelism in the solve phase. We observed that
among choices of 16, 64, 256, 318 MPI tasks, the latter is the one minimizing both
solve and factorization time, and also revealing MPI scalability.
Next, we discuss the results obtained with the default MUMPS installation on
HELIOS. Here, the factorization time (Tfac) takes roughly 615–786 s whatever the
threads/tasks combination is. A barely recognizable scaling (1.25x) can be noticed
when going from 16 to 318 MPI tasks and of 1.15x when turning on the threads.
The solve time (Tsol) scales negligibly (1.14x) when activating threads in the 16 tasks
case; no scaling due to threads is noticeable in the 318 tasks case. The MUMPS
solver with 16 tasks takes 0.78 s while with 318 tasks it consumes 0.26 s.
Differently from ScaLAPACK, MUMPS represents the matrix in a sparse format
(CSR: Compressed Sparse Rows), and then distributes it among tasks by blocks of
rows; also unlike ScaLAPACK, the amount of temporary memory is determined (and
can be managed) by MUMPS itself. MUMPS is rich in options controlling its three
main phases: analysis, factorization (both contributing to Tfac) and solve (Tsol). A
closer look shows that the analysis phase accounts for the major portion (often >
90%) of Tfac and it appears to execute serially (either with the PORD or SCOTCH
reorderer in the current installation). This explains the virtually non existent scaling
when going from 16 to 318 tasks. These results led us to request a reinstallation of
MUMPS enabled to use PT-Scotch and ParMETIS for having an MPI-parallel
analysis; see Section 7.5 for this.

72

The analysis time seems to be roughly proportional to the number of nonzeroes; for
the 5.5·108 nonzeroes of the largest case it takes approx. 11 minutes, with either
PORD or SCOTCH. The factorization time, taking a few seconds, decreases by a
factor of 4x due to threading; this is not far from the typical scaling of memory
bandwidth limited operations on HELIOS’ CPU (“Intel Sandy Bridge” type).
Interestingly, factorization time after reordering with PORD is roughly twice that after
SCOTCH; the time cost seems to correlate with the count of nodes in the elimination
tree induced by the two orderings. Apart from the analysis phase, scaling of the
factorization time with respect to the number of MPI tasks is good and almost linear;
when scaling up the problem size, this time is roughly proportional to the nonzeroes
count. The solve phase virtually does not scale with the number of threads, but it
does slightly (e.g. approximately 2.5x) when we increase the number of MPI tasks
from 16 to 318 on the largest case which needs 0.26 s per solve.
In addition to wall clock time metrics, we are also collecting memory usage
information by means of the “getrusage” POSIX [5] call; this allows to quantify the
maximum amount of memory used by a process, including MPI memory usage. This
technique can be useful with MUMPS, which does perform its allocations by itself (in
contrast to ScaLAPACK, which requires the whole working memory to be provided by
the user). The maximal memory per process used in ScaLAPACK is almost the same
among the MPI tasks, and in our experiments never exceeded that of this setup of
MUMPS. The serial reordering employed by the HELIOS MUMPS installation
introduces a severe asymmetry in memory usage: the root task has been observed
to use in some cases five times the average with SCOTCH, or even ten with PORD.
Therefore, employing a version of MUMPS using the parallel reordering libraries PTSCOTCH and/or ParMETIS should improve significantly these results w.r.t
ScaLAPACK.
Being aware that the execution time of the solve phase (Tsol) is the most critical one
for production runs, one may conclude that currently MUMPS is the best choice as it
yields the best results of approx. 0.26 s per solve. This is around six times faster than
the result achieved with ScaLAPACK.
For test runs with only a few time steps (Nstep ≈ 10) the dominant term is usually the
factorization time (Tfac). In such a case, the threaded ScaLAPACK may be the better
choice if the number of used MPI tasks is large. Nevertheless, as noted in
Section 7.3, the ≈ 11 minutes long Tfac with smaller MUMPS jobs is a relevant
obstacle to development and testing activities, therefore it is of prime importance to
improve it.

7.5. MUMPS and ScaLAPACK extended tests
Having determined that no parallel reorderer was available in the HELIOS MUMPS
installation, we requested CSC to provide a version interfaced to PT-Scotch [6] and
ParMETIS [7]. The results described in this section pertain to PT-Scotch-5.1.12 and
ParMETIS-4.0.2 as compiled by CSC. These packages have threaded routines, but
not in a way MUMPS can take advantage of; consequently, threading has been
turned off in the installed version.
With the new installation of MUMPS-4.10 we proceeded in comparing the outcome of
the new parallel reordering options plus others, as follows:


MUMPS option PAR: either “not working host” (0) or “working host” (1). In the
(0) case, the first (root) MPI task neither participates in the computation nor
contributes to populating the matrix (within MUMPS): it serves only as
coordinator of the remaining MPI tasks (see [2, p.7]). We support variant (0)
via a modified matrix redistribution mechanism in PARFS, in a way that is
completely transparent to HYMAGYC. Variant (1) uses all the MPI
communicator tasks.
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MUMPS option ICNTL(29): either the PT-Scotch (1) or the ParMETIS (2)
reorderer library for the analysis phase (see [2, p.30]).



Linking to MUMPS built by CSC using either the Intel MPI or the Bull MPI.

This makes for a total of eight “configurations”. For comparison, we also took
ScaLAPACK measurements with the Bull MPI. We consider all these configurations
with either 1 or 16 threads.
As in the previous section, we ran on either 16 or 318 nodes with one MPI task per
node, and due to an unexpected asymmetry condition we encountered in the
reordering/analysis phase, also on 17 nodes. The results are summarized in Table
16.
BULL MPI

NN=16,NT=1

NN=16,NT=16

NN=17,NT=1

NN=17,NT=16

NN=318,NT=1

NN=318,NT=16

M.+PTSCOTCH,N

289.6+0.88

112.5+0.52

175.4+0.70

87.1+0.53

88.6+1.11

66.0+1.06

M.+PTSCOTCH,W

207.6+0.68

78.7+0.50

175.1+0.65

79.5+0.48

101.4+0.85

72.9+0.92

M.+PARMETIS,N

258.9+0.97

111.7+0.53

189.8+0.75

85.1+0.62

215.4+1.07

171.2+1.04

M.+PARMETIS,W

189.7+0.82

102.9+0.63

178.8+0.73

81.0+0.54

205.4+0.99

167.5+1.01

ScaLAPACK

3906.7+10.4

2817.7+10.3

3307.3+9.9

2526.9+9.77

1915.2+1.67

142.2+1.50

NN=16,NT=1

NN=16,NT=16

NN=17,NT=1

NN=17,NT=16

NN=318,NT=1

NN=318,NT=16

M.+PTSCOTCH,N

237.5+0.74

120.0+0.49

174.9+0.68

83.6+0.45

33.8+0.30

39.2+0.26

M.+PTSCOTCH,W

179.3+0.66

96.1+0.51

192.5+0.72

90.6+0.53

37.9+0.31

27.4+0.32

M.+PARMETIS,N

4528.5+0.73

4460.3+0.56

186.6+0.69

84.9+0.47

102.0+0.30

91.4+0.28

M.+PARMETIS,W

187.2+0.69

84.6+0.47

877.1+0.55

781.2+0.37

107.8+0.33

91.9+0.37

ScaLAPACK

3102.8+10.4

2809.5+10.4

3054.1+9.9

2518.7+9.9

1118.8+1.65

112.4+1.40

INTEL MPI

Table 16: Analysis and factorization (Tfac) + Solve (Tsol) times (in seconds) on the largest case
available, consisting of 1.4·106 equations and 5.5·108 nonzeroes. Using MUMPS (M.) or
ScaLAPACK, with either PT-Scotch or ParMETIS as reorderer, with either “working host” (W)
or “host not working” (N); either Intel (v.4.1.3.049) or Bull (based on OpenMPI-1.2.4.3) MPI
implementation. In the MUMPS case, Tfac includes the “analysis” time occurring just before
the effective factorization. For each MPI tasks/threads (NN/NT) combination, the best Tfac and
Tsol are being displayed in bold text.

The most notable general difference with Table 15 is that Tfac now is much smaller,
independently of the MPI choice. Most of the 16 tasks Tfac results take now between
1.5 and 4 minutes (2.5–6x improvement over with PORD-based analysis), while with
318 tasks they take between a half and 4 minutes (2.5–20x improvement over
PORD). Although we don’t show this in the tables, Tfac can be further broken down
into an unthreaded “analysis” phase and a threaded “effective factorization” phase.
The former phase is now MPI parallel and its time spent mainly in the reordering
library, and scales up to a certain degree. The latter phase is performed directly by
MUMPS, which uses the previously computed reordering; here speedup reached
circa 4x with 16/17 tasks (in absolute terms, roughly from ≈ 140 s to ≈ 35 s), while
circa 2x (roughly ≈ 16 s to ≈ 8 s) with 318 tasks. MUMPS itself is not threaded: the
OpenMP speedup in the factorization is due to the BLAS layer. One can observe that
among all cases, (effective) factorization times were not impacted significantly by the
choice of the reorderer. In other words, the outputs of PT-Scotch and ParMETIS (and
PORD, w.r.t. the previous section) were both equally “good”, and the criteria of
choosing one over the other is in their speed and, as we comment later, memory
usage.
An interesting case to look at is the “not working host” (PAR=0 option of MUMPS). If
set, in the three cases of interest, only the remaining (respectively) 16-1=15, 17-1=16
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or 318-1=317 tasks are active during Tfac and Tsol. It seems that in the 16 Intel MPI
task jobs this option leads the ParMETIS-ordered cases to a slowdown of 50x (up to
over 4400 s) with respect to the “working host” analogues (around 83 s threaded, 190
s unthreaded). Also the “working host” 17 tasks job (where all the 17 MPI tasks are
workers) using ParMETIS is impacted by a degradation, this time in the 5x to 9x
range (up to circa 900 s). Conversely, the “not working host” jobs with 17 tasks (171=16 workers) and the 16 tasks jobs had values of Tfac within the norm. This
suggests that MUMPS reordering with ParMETIS under the Intel MPI with a nonpowers-of-two parallelism can be greatly detrimental and shall be avoided at all
costs. The actual reason is not known to us at the moment. The CSC Support is
aware of the problem. The same effect seems to be present also when using PTScotch, although with much less degradation, as at most a ≈ 30% slowdown,
regardless the MPI choice, has been encountered. With 318 MPI tasks, the
ParMETIS reorderer makes Tfac ≈ 3x larger than with PT-Scotch, regardless the MPI.
One can see that in general, the Bull MPI Tsol times are up to 50% larger than the
ones of Intel MPI with 16/17 MPI tasks, and with 318 tasks this slowdown factor
reaches 3x. The new Intel MPI results (0.35–0.79 s at 16/17 tasks, 0.26–0.37 s at
318 tasks) do not improve the ones obtained with a PORD-derived factorization
(Table 15). These results discourage usage of the Bull MPI in cases with many tasks.
Across all the MUMPS results, the impact of threading (OpenMP) parallelism is no
more than a 3x speedup, either in Tfac or Tsol. This can indicate either: badly
parallelized computational routines or, intrinsically hard to parallelize algorithms. A
profiling driven (so, not anymore MUMPS parameter-driven) code optimization may
be in order at this stage, so we recommend it as future work. Even if yielding a
speedup of merely 3x, it is surely advisable to turn OpenMP threading on.
BULLMPI

NN=16,NT=1

NN=16,NT=16

NN=318,NT=16

M.+PTSCOTCH,W

8.7/8.2/134.9

10.4/5.1/132.4

1.6/0.9/333.2

M.+PARMETIS,W

14.0/5.4/135.8

8.9/7.3/130.9

4.1/0.9/1109.0

SCALAPACK

24.9/24.2/392.9

25.3/24.2/394.1

5.5/4.7/1622.5

Table 17: Memory measured when running HYMAGYC with three relevant different solver
configurations. Maximal/Minimal/Total of task-maximal memory amounts are reported, for
each solver configuration. Because of the negligible differences with the NN=16 case, we omit
the NN=17 data. We also omit showing the NN=318, NT=1 quantities, also negligibly (a few
percent) different from the ones for NN=318, NT=16. Measures expressed in Gigabytes.

For each of the previous solver configurations, we have taken memory usage
statistics using “getrusage”. The MPI choice did not have a relevant impact here;
additionally, the reorderer option was the only major one on MUMPS, hence our
memory usage summary in Table 17 is restricted to the essential. The imbalance
between root and non root tasks is within a factor of 2x in most of the observed
cases. This is in contrast to when using PORD (see previous section), where the
imbalance could reach 5x. While running with 16/17 MPI tasks the memory usage of
ParMETIS and PT-Scotch does not differ significantly. However, at 318 tasks we
observe that the overall ParMETIS maximal usage is three times as high as that with
PT-Scotch, and so is the maximal per-task memory usage. The maximal memory
usage per task seems slightly influenced by the “not working host” option, in which
case the matrix fractions on each non-root task can be slightly (no more than 1/16 to
1/318) larger than with the option off.
In extending the results to the Bull MPI, we have also considered ScaLAPACK, in the
OpenMPI-compatible binary-form library provided by Intel MKL. At 16 MPI tasks and
with threads, Tfac and Tsol are similar to the Intel MPI case (≈ 2810 s+10.3 s).
Unthreaded, the Bull MPI Tfac took some ≈ 20% more than with the Intel’s;
unexpectedly, given that the threaded run took the same time. At 318 MPI tasks, and
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unthreaded, the Bull MPI Tfac phase takes almost twice as with Intel MPI (1915 s
instead of 1118 s); also circa 25% more when threaded (142 s instead of 112 s). The
asymptotically relevant time, Tsol, is the same in both MPI implementations: ≈ 1.65 s.
So it seems that in contrast to Tfac, Tsol is not dramatically affected by the MPI; here
the MKL BLAS seems to have a more significant role. As noticed previously, the Tfac
thread scaling (1 to 16 threads) at 318 MPI tasks is nearly perfect (from 1915 s to
142 s). This may indicate that the failed threading scalability may not be a
consequence of communication but rather of the Intel MKL BLAS performance, which
may deserve an investigation on its own.
In contrast to MUMPS’, ScaLAPACK’ memory requirements are specified by an
arithmetical formula the caller code uses to allocate the workspace: this is helpful in
memory load prediction. Overall, now that we use parallel reordering libraries, it is the
memory use of ScaLAPACK which exceeds now that of PT-Scotch+MUMPS by a
significant amount. This is ≈ 2.5x on the 16/17 tasks cases, and 3x to 5x on the 318
tasks case. This memory requirement (due to the banded storage) is a disadvantage
for ScaLAPACK w.r.t. MUMPS in configurations where memory is in shortage, i.e.
when coupling HYMAGYC to the PIC module.

7.6. Visit to the Project Coordinator
In July, a one week long visit has taken place, according to the EUROfusion
framework. The HLST member Michele Martone visited the project coordinator’s
group in the ENEA Frascati laboratories, Italy.
Purpose of the visit was twofold:


Transfer of knowledge in the usage and maintenance of HYMAGYC+PARFS
with an advanced usage of the MAKE language and test scripts.



Develop and discuss practical testing and usage scenarios needed by the
Frascati group and prospective collaborators.

The first point gave emphasis on the precise control of the PARFS solver interface,
both in the build phase, and in the deployment phase.
The second point has served as a “hands on” transfer of knowledge in working with
the new HYMAGYC build infrastructure.
The scenarios that now can be easily dealt with include:


Launch of multi-flags code builds.



Launch of multi-physics code builds (with entire code parts enabled / disabled
via the preprocessor).

The mechanisms above are now integral part of the testing scripts.
An important aspect is allowing the original HYMAGYC users to compare the quality
of the different solvers / solver options and assess the difference to the original preexisting serial solver. A precise control of the different subsystems (solver choice, its
parameters) is essential here.

7.7. Conclusions
In this project, the integration of PARFS into the main trunk of HYMAGYC has been
completed, with the decisive contribution of HYMAGYC project coordinator Gregorio
Vlad. HYMAGYC can now be seamlessly used by its authors in parallel runs on the
largest cases they have. Our investigation in the solver options has continued further
with MUMPS and ScaLAPACK. The best solver we are aware of on HELIOS is
MUMPS when used with the Intel MPI and the PT-Scotch reordering option. This
configuration seems to be asymptotically better than the ScaLAPACK one by a factor
of circa 5–6x and in terms of memory by ≈ 3.5x. Regarding the MUMPS usage, we
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have determined how to avoid a slow serial bottleneck in the factorization phase,
improving it by a factor of 10x to 20x (from over 600 s to circa 30 s). The new
MUMPS options configuration also provides a more balanced memory usage than
previously with PORD, which is important for the usage of HYMAGYC coupled to the
PIC module. The next bottleneck in using MUMPS is now the solve time Tsol, which
does not seem to decrease by the options considered.

7.8. Outlook on possible future work
For long simulations (say, thousands of time steps) the solve time Tsol is what
impacts most; consequently it is advised that future tuning activities start there.
Analyzing underlying MPI communication and LAPACK/BLAS level performance may
indicate potential for improvement. One may use profiling and instrumenting
techniques/tools for this. Then one may tailor custom built routines, e.g. for the
specifically needed BLAS primitives. Additionally, observing that the current impact of
threading on Tsol is poor (≈ 2x), a specialized approach in exploiting threading might
be decisive. The above observations about Tsol concern ScaLAPACK PZGBTRS
(which is a dependency of MUMPS anyway) as well, although the memory overhead
of the ScaLAPACK banded format in our problem cannot be overcome.
Our results show that the choice of the MPI implementation can influence
performance dramatically; this suggests that tuning on the level of MPI by e.g. using
different implementation specific options could prove beneficial.
Other activities of interest may be verifying whether there are competitive iterative
methods for our problem. Theoretically, an iterative solver could provide a better
solution. However, as the system lacks special (simplifying) numerical properties, the
problem of finding a suitable preconditioner may be particularly challenging.
Therefore, a preconditioner-rich iterative solver package (foremost, PETSc [9]) could
be a good starting point.

7.9. Appendix: Miscellaneous tests
7.9.1. WSMP Testing
We have continued testing different releases of IBM WSMP (Watson Sparse Matrix
Package) provided by Anshul Gupta, IBM. Successive releases of the package being
tested brought a few improvements: mainly lifting a number of limits in handling
matrix cases larger than previously, although yet not reaching the largest case
considered. Unfortunately, the resources usage (memory and computation time) is
still above that of MUMPS, so we conclude that at the present state the WSMP solver
is not appropriate for large production runs of HYMAGYC.

7.9.2. ScaLAPACK thread scaling at 318 but not at 16 MPI
tasks
ScaLAPACK is a sophisticated package using LAPACK, BLAS and BLACS [8]
libraries’ routines. Apart from considering it as a solver on its own, we also used it as
a necessary dependency of MUMPS. In our tests the Intel MKL’s version “11.1.3,
20140416” has been employed. As indicated in Table 15, we experienced an
anomalous thread scaling property of the ScaLAPACK factorization routine
PZGBTRF at 16 tasks / nodes. Namely, enabling all 16 threads improves Tfac only
marginally (from 3615 s to 3212 s), while doing so at 318 tasks improves Tfac
significantly (from 1123 s to 122 s). Since the problem size in consideration here is
the same (the largest case), a consequence of having 16 (rather than 318) MPI
tasks should in principle be that the per-task data is of larger size. And consequently
also the per-thread chunks should be larger than in the 318 tasks case. Assuming
serially efficient (e.g. cache blocked) BLAS routines, larger chunks should play in
favor of an efficient parallel operation. Being MKL’s ScaLAPACK proprietary and in
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binary form, an accurate profiling of PZGBTRF is not possible. Therefore, we have
proceeded in compiling and instrumenting an own version of the ScaLAPACK library
and dependencies with the SCOREP/SCALASCA tools. To that end, we have used
ScaLAPACK -2.0.2 and LAPACK-3.5 and the reference BLAS. Preliminary results
suggest that the ZGERU BLAS routine is involved in a significant share of computing
time. However, results of this test are not yet comparable to the ones with the Intel
MKL. So further investigations are in progress to obtain reliable (possible free from
the instrumentation’s overhead) estimates in the effect of ZGERU to the performance
of PZGBTRF in our problem, especially with respect to threading. Moreover, one
needs to understand whether also Intel MKL’s ZGERU behaves similarly. In principle
it shouldn’t, since the Intel MKL BLAS is claimed to employ optimized (rather than
merely “reference”) algorithms. As ZGERU (and BLAS in general) takes a relevant
fraction of the solution (PZGBTRS) routine as well, knowledge about its performance
may shed light on Tsol’s as well.

7.9.3. MUMPS + Parallel Reordering Insufficient Workspace
Error
In certain cases (318 tasks, either MPI libraries) we encountered an unexpected
problem in using MUMPS with the parallel reorderers. Then the default MUMPS
internal estimation of work space (ICNTL(14)) was declaredly not enough, leading to
a “FAILURE, WORKSPACE TOO SMALL DURING ZMUMPS_266, ... LEAVING
FACTORIZATION PHASE” message and abortion in the factorization phase. As
consequence, MUMPS refused to proceed with the solve phase (error “INFO=9,INFO(2)>0”), indicating the needed memory amount instead. We have
implemented in PARFS a simple “parachute” code to detect such a situation using
the MUMPS diagnostic codes and invoking factorization repeatedly until the
requested (the effective allocation is made by MUMPS anyway) buffer amount is
acceptable to MUMPS. We are not aware of MUMPS options to avoid this
inconvenience a priori.
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8. Final Report on HLST project FWTOR
8.1. Introduction
FWTOR is a full-wave code, written in FORTRAN, which solves Maxwell's equations
for the propagation and absorption of electromagnetic wave beams in tokamak
plasmas using the FDTD method. The original expectation of the project coordinators
(PC) was to get a parallel version of the code, including checkpoint-restart
capabilities. Given the limited (3 ppm) time assigned to the project, in accordance
with the PC, the scope of the project has been restricted to an investigation in
determining spots for optimization and changes required by a parallelization, with a
tentative parallelization optional. The full parallelization work is to be made within the
framework of a longer project.

8.2. Code acceptance and outline
FWTOR is made of 32 FORTRAN SUBROUTINES in ten MODULEs and 11 source
files. This makes for ≈ 5000 lines of FORTRAN code respecting the latest (2003,
2008) standards. There is no dependency on external libraries; only standard
intrinsics are being used. The code makes use of named constructs; this eased
considerably tracking of code changes and their discussion with the PC.
In the assessment of the code, we verified code compliance under: the Intel
FORTRAN compiler v.15; GNU FORTRAN v.4.9; the FORCHECK static analysis tool
v.14.5.19. Running a run-time check enabled version of the code (-check all with
Intel; -fbounds-check with GNU) exhibited correct behaviour on our test cases.

8.3. Workload model and relevant metrics
Most of the FWTOR computing time is spent iterating over a number of time steps
(NSTOP), each time updating values on a 2D grid of nx x nz cells. The corresponding
arrays are updated via nested (2D) loops spread over different modules/routines. As
these loops and routines are the bottleneck of the serial FWTOR code, they should
all be modified consistently in order to achieve a good parallelization and/or
optimization. For fixed input parameters (physics model options), the amount of
arithmetic operations load per time step is constant. Therefore, knowing NSTOP and
the elapsed computing time of a single iteration is enough to estimate the total
simulation time.
Certain loops operate on the entire (nx x nz) grid (plasma and boundary); others are
confined to the plasma region (npx x npz). The boundary region occupation and
corresponding loops workload are negligible in the cases of our interest. It is possible
to control the input in a way to have a constant per-cell work while increasing the grid
size. So in order to compare the performance of our version with respect to that of
the original it is useful to have a performance metric that can cope with parallelism
and differently sized grids. We will use cells-per-second (cps = nx·nz / single time
step advance elapsed time) as such metric, in addition to the program runtime.
The grid is represented with 50 arrays occupying (14·nx·nz+36·4·npx·npz) double
precision (8 bytes) locations. Imposing nx = nz (and npx = npz ≈ nx) and using a
compute node equipped with 64 GB of RAM (like e.g. HELIOS) our maximal singlenode case has a 7128 x 7128 grid and needs NSTOPNODE = 6.1·105 time steps to
complete. Assuming an adequate distributed memory parallelization, an ITER
relevant case would need a ≈ 2.1·105 x 2.1·105 grid occupying ≈ 5.6·104 GB, which
needs at least 103 nodes to be accommodated. Assuming the same intra-node cps
performance as in a single-node case, proceeding through all the required
NSTOPITER ≈ 1.7·107
time
steps
would
take
NSTOPITER/NSTOPNODE
= (1.7·107) / (6.1·105) ≈ 27 times the time of the above maximal single-node run
(excluding communication time).
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8.4. Serial code run times and limits
Experiments for this project have been carried out on a double-socket Sandy Bridge
node equipped with 64 GB of RAM supporting 16 threads; in the following we use
Intel FORTRAN v.15 with the -fast -xHOST compile options.
Under these conditions each time step of the maximal single-node (7128 x 7128 grid)
case takes 117 s, therefore running at 4.35·105 cps. Given NSTOPNODE = 6.1·105, the
total runtime would be of ≈ 826 days. Assuming a perfect shared memory parallel
scaling and no optimization, this time could be reduced to 1/16, so to ≈ 51 days.
Furthermore, having a hypothetically optimal distributed memory parallelization,
completing an ITER relevant case would require ≈ 27·51 days, so 1377 days of 1000
nodes compute time (not taking inter-node communication into account).

8.5. Low code impact changes
The code cannot be translated in terms of matrix algebra in a way to profit from e.g.
optimized BLAS library calls. Instead, a number of modifications can be done in order
to optimize and parallelize the code. We have investigated and experimented with
these changes and list them succinctly (in bold text in the following) in decreasing
order of estimated benefit/effort.
Loop interchange proves beneficial where 2D loops visit arrays advancing on the
outermost index, thus losing contiguous access.
In order to parallelize the main FDTD loops for shared memory it is necessary to
declare thread local copies of certain variables; certain routines have to be made
thread safe by updating these copies passed as arguments rather by stored in
module variables.
In order not to be penalized by the NUMA (Non Uniform Memory Access) memory
placement on modern multi-core CPUs, it is necessary to ensure that each thread
working area is effectively associated (allocated in NUMA jargon) to that thread. This
requires 1) requesting thread pinning at runtime; 2) specific post-alloc-statement
memory initialization loops. A condition for 2) to be efficient is to ensure that parallel
loops visit the arrays with the same order they have initialized them. This can be
fulfilled by imposing static OpenMP loop chunk allocation and structurally similar
OpenMP parallelization statements on all the loops of interest.
A fraction of the trigonometric / transcendental intrinsic calls results can be cached
at initialization time. These calls can take ≈ 10% of the serial time and circa half of
them can be cached.
A number of floating point divisions take constant or loop-constant divisors; these can
be substituted with multiplications by their reciprocal. This modification can affect
the numerics; our experimental error evaluation suggests it is adequate for the cases
we have at hand.
The above changes have been implemented in an OpenMP-enabled prototype and
can be easily integrated in the main FWTOR trunk and used immediately. There is a
strong interplay between these changes, so we only present here the performance
effect of all of them combined. If we run our FWTOR version serially we get a
speedup of 1.57x (reducing time by 36%) w.r.t. the original (6.77·105 vs. 4.35·105
cps). With all the 16 threads, it is 21x times as fast as the original (9.17·106 vs.
4.35·105 cps), a maximal single node run taking ≈ 40 days.
We observed that reducing the grid size kept the cps rate stable, as long as our
arrays were exceeding the cache size.

8.6. Major code impact changes
A second round of node-level optimizations can be applied. The necessary changes
imply compromises (mainly loss of flexibility in the code) but we estimate that if
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combined, they may speed up the code by an additional factor of 2x at least. All of
these changes require careful consideration by the PC.
Certain innermost functions have branches on input parameters values that are
constant throughout a run. Making these input compile time constants (parameter)
gives a big performance gain, as the compiler would produce object code with the
branches eliminated. We recommend to adopt this change in a compile-time optional
fashion using the preprocessor. In this way one would still do development and
testing with the current (variable) formulation, but launch large runs with the relevant
variables as constants.
A significant gain may be obtained by avoiding recomputing certain grid-associated
values (e.g. the incident field). At the cost of many changes in the code structure we
estimate it may speed up the code even by 2x. The first consequence would be a
slight increase of the memory needs at fixed grid size. The second consequence is
lower data reusage. The next generation of computers will likely reduce the gain from
such an optimization; a hypothetical Intel MIC port of the code would probably not
benefit from this change.
The bulk of the code performs stencil operations: it updates cell locations using
values at nearby indices. This means subsequent accesses to certain arrays are not
consecutive in memory and may cause additional memory traffic and increased
latency. In these cases a proper blocking of data access in the inner loops can be
applied. In our case the fraction of non-consecutive accesses is small and even with
the optimizations on the code is still compute bound. So at the moment an inner
blocking would not help much; if combined with the incident field optimization, it may
become relevant.

8.7. Visit to the Project Investigators
Given the short project time, it has been decided to include a one-week visit to the
project principal investigators in the middle of the project (first week of November,
2014). Discussion topics have been:


Preliminary project results.



Code changes necessary to host OpenMP parallelism.



The impact of these changes on the future FWTOR developments (PC side).



Estimating the FWTOR workload in different cases and establishing a set of
sample cases for benchmarking.

Ultimately, the goal of the visit was to discuss in advance the difficulties that may
arise in accepting our solution. It has been agreed to give priority in obtaining an
OpenMP enabled prototype, provided it can preserve the overall code structure.

8.8. On checkpoint / restart
Either with shared memory or distributed memory parallelism, a case occupying e.g.
an entire node's memory can take several days to complete. This is a good reason to
have a checkpoint / restart functionality. With the current physics, only circa 1/25 of a
running instance allocated data would need to be written to disk (so e.g. ≈ 2.5 GB for
a ≈ 60 GB run), while the rest may be quickly recomputed. At current serial binary
Fortran I/O speeds (e.g.: ≈ 300 MB/s on HELIOS), saving the data of a single node
can take ≈ 10 s. Such a checkpoint solution can be easily implemented by the PC
themselves. But a larger, distributed memory case should rather use a parallel I/O
library interface in order to avoid incurring in overwhelming I/O times. According to
our experience, HELIOS is capable of e.g. sustained 15 GB/s from a thousand
nodes; an ITER sized instance of FWTOR would complete such a ≈ 2.5 TB
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checkpoint in less than three minutes. The HLST has mature experience with parallel
I/O and may have an adequate solution based on ADIOS-1.5 once a distributed
memory version of FWTOR comes in operation.

8.9. Conclusions and outlook
This three months project proceeded in analyzing potential optimizations and
parallelism requirements for the FWTOR code. The code's general numerical method
(FDTD) is known to be apt to parallelization but with a limited optimization horizon. In
accordance with the PC we directed our efforts to get a shared memory version.
FWTOR's code proved to be flexible enough to host our changes and we were able
to obtain an OpenMP enabled prototype. Using a full HELIOS-like node, it can run
≈ 21 times as fast as the original serial FWTOR. Our changes so far do not hinder
readability of the code nor its main structure so they can meet good acceptance. We
recommend a number of further optimizations. This shall yield at least a further 2x
speedup, but here more discussion and collaboration with the PC will be necessary,
because the code structure may be impacted significantly.
With further work the code can be adapted to distributed-memory parallelism. Then
one will have to handle properly boundary conditions and halo cells, impacting the
code significantly. Algorithmically we estimate FWTOR to adapt well to a distributed
memory setting. So although the resources (in terms of time) needed to run a full
ITER case will be still prohibitive, medium cases are expected have good strong
scaling properties and get good speedups, thus enabling the study of cases that
were so far too resources hungry.
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9. Final report on HLST project REFMUL2P
9.1. Introduction
Simulation of x-mode reflectometry using a finite-difference time-domain (FDTD)
code is one of the most popular numerical techniques used, as it offers a
comprehensive description of the plasma phenomena. This method requires
however, to keep the error to a minimum, a fine spatial grid discretization, which also
implies a high-resolution time discretization to comply with the CFL stability condition.
As a consequence, simulations, especially in two spatial dimensions for x-mode, can
become quite demanding on computational time. Also, as the size requirements
increase in an effort to simulate large devices as JET or ASDEX Upgrade or next
generation machines like ITER, memory demands become constringent. This project
was devised to circumvent these questions by implementing a parallel version of the
REFMULX code, developed at Instituto de Plasmas e Fusão Nuclear (IPFN). It
extends the framework of the predecessor project REFMULXP, and therefore the
results of both projects are presented together, such to maintain the natural
continuity between them.

9.1. Serial code profiling and optimization
REFMULX is a serial code that simulates x-mode reflectometry in magnetized
plasmas. It evolves Maxwell’s curl equations using a FDTD Yee schema [1], where a
transversal electric (TE) propagation mode is considered. The plasma effects are
included via the response of the electron current density J to the electric field E of the
probing wave. Such plasma-wave coupling implies solving as well for J at each time
step. Two J solvers are available, namely, a modified Xu and Yuan [2] and a new
kernel proposed by Després and Pinto [3]. Berenger's perfectly matched layer (PML)
[4] is used as boundary condition at the limits of the domain.
As the first step to guide the optimization strategy, the profiling of the code was
made, revealing the numerical kernel to be the hot-spot cost-wise, as expected.
Measurements with Gprof made on HELIOS (IFERC-CSC) for a small fraction of time
steps of the REFMULX standard test-case (1500x1000 grid-count) yielded the figures
listed in the Table 18, for the Xu and Yuan (XY) kernel. Similar results were yielded
for the Després and Pinto (DP) kernel. From these, it was clear that the
parallelization effort needed to focus on the top five functions listed, which typically
represent more than 99% of the total cost.
%
cumulative self
time seconds seconds
34.61
30.94
30.94
23.19
51.66
20.72
21.90
71.23
19.57
18.93
88.16
16.92
1.30
89.32
1.16
0.06
89.37
0.05
0.02
89.39
0.02
0.01
89.40
0.01
0.00
89.40
0.00
0.00
89.40
0.00
(…)

self
calls ms/call
700 44.19
700 29.61
700 27.96
700 24.18
700
1.66
22
2.27
4
5.00
1 10.00
1400
0.00
700
0.00

total
ms/call
44.19
29.61
27.96
24.18
1.66
2.27
5.00
10.00
0.00
0.00

name
calcHzFieldKXY
calcEyFieldKXY
calcJxyFieldKXY
calcExFieldKXY
addFLDMTRX
initFLDMTRX
escrvField
setNe
setTCut
repointJxyFields

Table 18 Profiling of the original serial code REFMULx using Gprof with GCC on HELIOS.
The standard test-case was used, but only a fraction of time-steps was calculated.

At this point it is noteworthy that the grid-count of the provided test-case was slightly
increased in the y-direction, from 1000 to 1024 cells, to ease the domain
decomposition according to a powers-of-two scaling law. This is a topic that shall be
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covered in the subsequent sections, but for the moment the 1500x1024 is henceforth
defined as the standard test-case.
Before undertaking any attempt to parallelize these regions of the code, their serial
performance was first analysed. While doing so, it was noticed that the bidimensional arrays used in the main four kernel functions listed in the table above
were declared using a general array of pointers-to-pointers construct in C-language.
This, by default does not exclude the possibility of pointer aliasing, which means that
writes through a given pointer can affect the values read through any other pointer
available in the same context. After checking that indeed this was not the case in the
aforementioned functions of REFMULX, the non-aliasing property of those pointers
was declared explicitly using the __restrict keyword in order to locally restrict their
scope. In principle this aids the compiler in its task of optimization as it relaxes the
need for data reloading to the hardware registers. Doing so on GNU C-compiler
(GCC v4.4.6) led to little effect, with the elapsed time for the standard REFMULX
test-case changing from the original 14633 s to 13275 s, as measured on HELIOS.
With the Intel compiler (ICC v13.1.3), the improvement was much better. In this case,
the runtime of the same test-case went from 14965 s to 2634 s, therefore yielding a
total factor of 5.7 speed-up.
Additionally to the restriction of the pointer’s scope, the expressions used in the
numerical kernel were modified in order to minimize the number of floating-point
operations (FLOPs) inside the loops. All the FLOPs involving constants were moved
outside the loops, as these potentially can stay in the hardware registers. In
particular, the expressions were changed to minimize the number of divisions. To
illustrate the idea, here is a toy example, whereby one should replace the following
expression
f[i] = g[i]*(1+a)/(1-a) + h[i]/(1-a),
which involves two divisions, with the equivalent expression
f[i] = ( g[i]*(1+a) + h[i] ) * 1/(1-a),
obtained by replacing one of the divisions with a multiplication. The reason for doing
so lies in that a division needs significantly more clock cycles than e.g. a
multiplication or an addition.
The impact of these optimizations was then assessed, revealing additional gains. In
the case of the code compiled with the Intel C compiler, the standard test-case took
1802 s to complete, as opposed to the previous 2634 s. The code compiled with the
GNU C compiler improved more significantly, taking 5760 s instead of the previous
13275 s. The larger difference in the latter case shows that the ICC was at least able
to perform some of these optimizations automatically, even though none of the
compilers reached the extent yielded by modifying the source code. The bottom line
is therefore that one should always try to apply them by hand whenever possible, in
order to be on the safe side.

original

restricted

optimised

speed-up

GNU CC

14633 s

13275 s

5760 s

2.5x

Intel CC

14965 s

2634 s

1802 s

8.3x

Table 19 Serial optimization results on the REFMULX standard test-case (1500x1024 grid).

To wrap up this section, the serial code optimizations described previously led to
speed-ups on HELIOS of 2.5 and 8.3 with respect to the original code, when using
the GNU and Intel compilers, respectively, as summarised in Table 19. These results
are illustrated by the horizontal lines in Fig. 44, with black representing the original
serial code, red representing the code with the pointers’ scope locally restricted
inside the kernel functions and green representing the same code with the additional
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factorization, i.e. minimization of FLOPs and divisions inside the kernel loops. Further
activities on the topic of node-level optimization were also attempted, using namely
the roofline model for the assessment. However, this task became more difficult than
expected due to some issues related to the Intel Sandy Bridge architecture, which is
the one deployed on HELIOS. Their status is reported in Section 9.7.

9.2. Parallelization strategy
After the initial serial optimization of REFMULX, the project proceeded towards its
main goal, namely the implementation of its parallel version and the assessment of
the resulting performance gains. Since the final solution is to be applied to an
envisaged three-dimensional code that will require much more resources (cores), the
use of the MPI standard was proposed for the parallelization. However, in order to
gain experience with the code and, at the same time, obtain improved results within a
smaller time investment, it was decided to start parallelizing the code’s five hot-spot
routines using OpenMP threads. Then the implementation of the MPI parallelization
followed, such to have both parallel paradigms available depending on the user’s
choice. Finally, they were both combined to provide a hybrid OpenMP/MPI version,
which has the additional benefit of being in line with the present tendency of
increasing the number of cores-per-processor/socket that share common memory
regions. The implementation of a pure MPI bi-dimensional parallelized version, which
makes sense only within a three-dimensional version of the code, is left for future
work.

9.3. Threaded parallelization: OpenMP
The parallelization using OpenMP threads over one of the domain’s dimensions has
been implemented in the optimized serial code. Since both the XY and DP kernels
are largely symmetric in their two spatial directions, both in terms of the numerical
stencil, as well as of the domain grid-count, the most efficient way to proceed is to
apply the thread-based parallelization #pragma omp parallel for to the slow-varying
index (outer loop), which in REFMULX corresponds to the y-direction. Doing so on
the five functions listed at the top of Table 18 and taking care to properly set the data
scoping (shared/private variables) inside the parallel regions, as well as to do multithread initialization of the corresponding memory (array variables), led to the strong
scaling results on HELIOS shown in Fig. 44, for the Gnu C (top) and Intel C (bottom)
compilers. Only a single thread-per-hardware-core was used and thread-pinning was
activated via the environment variable OMP_PROC_BIND=TRUE, such that each
thread stays bound to its allocated core during the computation, which greatly
improves the results. On HELIOS, this additionally sets the thread affinity to be
equidistant, meaning in practice that the threads are always distributed across both
available sockets. A more involved discussion of the effect of the thread affinity on
the performance is postponed to Sec. 9.4, where the comparison between multithread and multi-task codes is made within a HELIOS node.
The solid orange curve in both plots of Fig. 44 shows the total runtime of the parallel
version REFMULXp for different number of threads. The dashed orange curves show
the time spend on each of the four kernel functions listed at the top of Table 18,
which constitute the bulk of the computational cost. The horizontal dashed black, red
and green lines indicate the runtimes of the original, the “pointer scope restricted”
and “optimised” serial code (see Section 9.1), respectively. Unlike the previous
curves, these correspond to serial code versions and by definition have no
dependence on the number of threads. Their lines were extended horizontally merely
for visualization purposes.
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Fig. 44 Strong scaling (problem size kept fixed) of REFMULX’s standard test-case on
HELIOS using thread-pinning with equidistant affinity. At the top, the results obtained using
the GNU C compiler (v.4.4.6) are shown. At the bottom, the same is repeated using the Intel
C compiler (v.13.1.3). The absolute maximum speed-up obtained on 16 threads, compared to
the original serial code, was achieved when using ICC, whose code ran 50 times faster. The
GCC code was able to achieve a speedup of approximately 30x.

Compared to the optimized serial version, the threaded code necessarily involves
some overhead related to the creation and destruction of the parallel regions. This is
clearly noticeable for the code compiled with GCC, whereas it has a lesser effect on
the code compiled with ICC. In any case, the overhead is largely compensated when
multiple threads are used. Within a single node of HELIOS, which has 16 cores
distributed over two sockets, the GCC code shows linear (perfect) scaling. The ICC
code scaling starts also as linear (perfect) but begins to degrade beyond four
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threads, with the saturation practically reached within eight threads. However, this
does not mean that the former has better performance, since in absolute terms the
latter is faster for all tested numbers of threads. Indeed, the differences between both
scaling laws arise from the performance obtained with smaller number of threads,
which is clearly superior with the ICC code. This is consistent with the material
presented in Section 9.1, where it was shown that the serial optimization employed
had a far bigger impact on the ICC compiled code, than on the GCC counterpart. The
difference between the dashed horizontal lines shows in both plots of Fig. 44 shows
precisely that.
The maximum speed-up factor obtained with 16 threads on a HELIOS node relative
to the original serial code is slightly lower than 30x for the threaded code compiled
with GCC and about 50x for the code compiled with ICC. Compared to the optimized
serial code, the figures are necessarily more modest, with the corresponding factors
being 11.8x and 6.0x, respectively.

9.4. Multi-task parallelization: MPI
The main implementation of the domain decomposition and data communication
necessary to have an MPI parallel REFMULX code was made, to the extent that the
standard test-case outlined in the previous paragraph now runs using a finite number
of MPI tasks. This implied implementing the domain decomposition of all the relevant
arrays, and to establish a map between their global distributed indexes and the local
sub-array indexing. Further, since for simplicity only one task was allowed to perform
I/O operations, data that is read/written needs to be scattered/gathered across/from
the remaining tasks. The runtime plotting routines were left untouched, since they are
unsuited for running through batch queues on HPC machines, like HELIOS.
The implemented domain decomposition applies to the outer loop (slow-varying
index), i.e., the y-direction, the same chosen to distribute the threads in the OpenMP
code described in the previous section. What required special care was the fact that
three different staggered grids are used, depending on the quantity being computed,
which means that their size is not exactly the same. For instance, the y-grid-count for
the radial component of the electric field Ex is bigger by one grid-cell than its
counterpart for the poloidal component of the same quantity Ey. This is illustrated by
Fig. 45.

Fig. 45 Illustration of the staggered grids for the different physical quantities in REFMULX.
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To keep the domain sub-division as simple as possible, zero-padding was used on all
the quantities with smaller y-grid-counts to ensure that the distributed sub-domains
are same-sized for all physical quantities. This is illustrated in Fig. 46 by the empty
symbols at the bottom of the grid, together with the corresponding sub-division of real
grid-cells for the case of four MPI tasks.
Also illustrated in the same figure is the distribution of spatially localized envelope
functions, like the PML boundary layers or wave sources. The challenge lies in the
fact that their finite extent means that they exist only in a sub-set of the sub-domains,
which is determined by the size of the grid and number of MPI tasks requested.
Therefore, the relation between the local indexing of each sub-domain and the global
indexing of the distributed domain had to be explicitly established, in order to find out
to which tasks a given localized function belongs to.

Fig. 46 Illustration of the zero-padding of the global domain for the quantities with smaller ygrid-count, namely, Hz, Bz, ne, Ey and Jy. The distribution of the grid-cells on four MPI tasks is
also shown, including a region (pink) corresponding to a spatially localized function, like a
wave source.
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Fig. 47 Illustration of the four sub-domains of Ey and Jy distributed over the same number of
MPI tasks, including the spatially localized function represented in Fig. 46. The real cells,
guard cells, zero-pad cells and pseudo-guard cells are identified by colour. The point-to-point
communication of the guard-cells between neighboring tasks is also shown.

Since the numerical stencils used required nearest neighbours only, the decomposed
sub-domains on each task include one guard-cell at each end in the y-direction.
These are used to communicate the neighbours between sub-domains using calls to
MPI_Sendrecv. At both ends of the global domain, these are re-named as pseudoguard-cells, since they are involved in no communication nor computation. Just like
the zero-pad cells that were added before, their sole purpose is to ensure
same-sized subdomains in all MPI tasks. The distinction between pseudo-guard-cells
and zero-pad-cells is kept merely to clarify their different origins. The whole scheme
is exemplified in Fig. 47 for the grids of Ey and Jy distributed over four MPI tasks,
including the same spatially localized source function of Fig. 46.
Noteworthy is that only one of the two available kernels in REFMULX has been
parallelised with MPI, namely Xu and Yuan. Nevertheless, the similarity between
them means that the task of extending the same techniques to the second kernel
(Després and Pinto) should be a relatively straight-forward task to be performed by
the project coordinator (PC) Filipe da Silva. Naturally, the contact with Filipe da Silva
will be maintained beyond the project end, which is justified by the extent of the
modifications made to the original code.

9.4.1. Intra-node scaling: MPI vs. OpenMP
To make a detailed comparison between OpenMP and MPI codes’ performances one
should start by restricting the analysis to a single node. This is what is shown in Fig.
48, where the strong scaling of the standard test-case reported in Sec. 9.3 is
extended with measurements for the multi-task MPI code. Just like the threaded
code, the MPI code was compiled with the Intel C compiler, but additionally uses the
BullxMPI library. The solid orange curve is the same shown in the bottom plot of Fig.
44 and the blue solid line is the MPI equivalent. Both display a rather similar scaling
behaviour. However, this can be strongly affected by several factors related to the
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HELIOS node hardware topology, as the remaining curves in the same plot show.
The corresponding analysis shall be covered in the following lines.
Firstly, as already mentioned in Sec. 9.3, thread-pinning and task-pinning was
activated for all the cases discussed. Although not shown here, the fact that the
processes, whether threads or tasks, stay bound to a given core throughout the
simulation makes for a considerable improvement in efficiency in general and in
particular for REFMULXp’s case. Secondly, where the processes are placed makes
also a big difference. And finally, for the threaded version, the memory initialization
has also a significant impact.
Starting with the process placement (affinity), which applies to both OpenMP and
MPI codes, the difference between the orange/blue solid and dashed curves shows
the impact on the scaling performance of having an equidistant/distributed placement
of the threads/tasks versus a compact placement of both. Compact affinity means
that the processes are placed sequentially on the cores according to their rank, filling
the first socket before moving to the next one. Equidistant affinity means that the
processes are placed such that the “distance” between them in terms of core ranks is
the same across both sockets, whereas distributed affinity means that the processes
are first split into both sockets and then placed sequentially in terms of core rank
within each socket. The reason for the explicit distinction made between equidistant
and distributed affinities is motivated by the HELIOS behaviour with
OMP_PROC_BIND=TRUE, which varies depending on whether the SLURM
command srun is used on not. Nevertheless, it should be pointed out that no
significant difference is expected between them since they are equivalent from the
cache hierarchy point of view on a HELIOS node (L1 and L2 caches are local to each
core and L3 cache is shared between all the cores within one socket). To make the
picture clearer, the table below illustrated the practical meaning of the different
binding affinities of four processes on a single HELIOS node.

Process rank

Core rank

0

1

2

3

0

1

2

3

compact

0

4

8

12

equidistant

0

1

8

9

distributed

Table 20 Process to core rank binding depending on the placement affinity as defined in the
text above. A case of four processes on a single HELIOS node is shown. Core ranks in green
are on socket 0 and in orange on socket 1.

From Fig. 48 one sees that, up to eight cores, the difference between compact and
equidistant/distributed affinities increases gradually. However, as expected, for
16 cores it vanishes because then both affinities are exactly equivalent.
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Fig. 48 Strong scaling (problem size kept fixed) of REFMULX’s standard test-case on a node
of HELIOS using the threaded (orange) and the multi-task (blue) code versions. The impact of
the thread and task placement (affinity) is illustrated, as well as the importance of the parallel
memory initialization in the threaded code. Both executables have been compiled with the
Intel C compiler (v.13.1.3) and the latter further uses Bullx MPI library (v.1.2.4.3). The solid
orange curve is the same presented in Fig. 44.

For the MPI code, this scaling is easy to explain as the data dependencies across
tasks are avoided with the use of guard-cells, which are synchronized with MPI
communication directives outside the kernel loops. Therefore, within the kernel loops
the data for each MPI task is completely private, so it stays within the cache
hierarchy of each core. Consequently, data locality is always maximal, independently
of the task placement. Then having the tasks distributed across sockets, e.g. with the
affinity set via the HELIOS specific SLURM option –place, is necessarily the best
option. It maximizes the bandwidth available by providing more memory channels for
the same number of cores than if the tasks were all in the same socket (compact
affinity set via the srun options --cpu_bind=cores -m block:block). Of course this
holds for eight or less tasks, as both sockets are anyway needed for more than eight
tasks, regardless of their affinity. Since the algorithm at hand is memory-bound (see
end of Sec. 9.7) the impact of this is quite substantial, as the difference between the
dashed and solid blue curves show.
Even though the MPI and OpenMP results show essentially the same behaviour, it is
nevertheless relevant to discuss their differences. If for the MPI code data locality is
always maximal due to the usage of guard-cells, for the OpenMP code this is not the
case as there are data dependencies across threads that need to be handled.
Indeed, the threads access shared regions of memory, and therefore fetching data
from the cache hierarchies of other cores within the kernels loops is necessary. This
is then affected by the NUMA (Non Uniform Memory Access) topology of the Sandy
Bridge architecture, for which two counter-acting effects play a role. On the one
hand, as seen before, spawning the threads across both sockets of a node
(equidistant affinity set via the environment variable OMP_PROC_BIND=TRUE)
doubles the available memory bandwidth over the case where all the threads stay in
a single socket (compact affinity set via the environment variable
KMP_AFFINITY=COMPACT). On the other hand, a compact thread affinity has
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better data locality, since the threads are bound to neighbouring cores, yielding
potentially shorter memory access latency. Indeed when a thread sitting on socketzero needs to access a part of the shared data that is on socket-one, the access time
is necessarily higher than an intra-socket memory access. Clearly, the results of Fig.
48 show that, in the case of REFMULXp, from the two competing phenomena, it is
the former (bandwidth) that plays the dominant role and not the latter (latency), as
was perhaps already expected from the previous MPI discussion. Since REFMULXp
kernels are memory bound, they are highly dependent on memory bandwidth.
That the results are very similar for both MPI and OpenMP codes just shows that the
MPI communication and NUMA effects are sub-dominant pieces in REFMULXp’s
algorithm, at least for the problem-size used here within a single HELIOS node. It
further shows that the NUMA effects are quite well handled by the operating system,
since the OpenMP results are even marginally better the MPI ones. Both
OpenMP/MPI optimal scaling curves (solid lines) almost saturate with eight threads.
The reason is that eight processes spawned across both sockets of a HELIOS node
is enough to yield (almost) the maximum memory bandwidth. Beyond this point,
namely with 16 processes, as the memory bus is already saturated and the algorithm
is memory bound, having more compute resources available makes no difference.
Finally, the last point applies to the OpenMP case only, whereby care must be taken
such to ensure that the relevant memory space is allocated/initialized by all the
threads involved in the parallel regions of the code. This is a consequence of the socalled first touch page policy, which implies that the process that first touches (that is,
writes to, or reads from) a page of memory causes that page to be allocated in the
memory bank of the socket on which the process is running. Since the cores are
grouped into two sockets, having single-threaded array initialization necessarily
means that the corresponding memory pages will be all (if they fit) allocated in the
memory bank of the socket to which that thread belongs to. In practice this limits the
available memory bandwidth, since all the threads will need to access the data from
that socket’s memory bank, regardless of which socket they belong to. This case
corresponds to the dotted orange curve in Fig. 48. Even though an equidistant thread
affinity was set, the scaling behaviour follows that of the compact thread affinity up to
eight threads for the reasons just mentioned. For 16 threads, it yields the worse
result, because in that case, even the compact thread affinity uses both sockets’
memory banks, whereas the single-thread initialization case keeps using just the first
socket’s memory bank.

9.4.2. Inter-node scaling
With the detailed behaviour of the OpenMP and MPI versions of the code within a
single HELIOS node assessed in the previous section, now it is time to extend the
scaling of the latter across nodes. This is presented in Fig. 49, where the previous
(optimal) intra-node results are kept for reference. Beyond 16 tasks, the MPI
simulation involves more than one node, and the saturation point observed with 16
tasks is overcome as more resources, in particular additional memory channels,
become available. Nevertheless, for sufficiently higher core-counts, the scaling starts
to gradually degrade again, this time as a consequence of both the hardware
limitations in terms of overhead in the MPI data communications and the so-called
Amdahl’s law [5]. The former is responsible for the degradation of the parallel part
(dashed blue curves). Indeed, for the highest core-count presented (512), there are
as many guard-cells as real-cells and comparatively less FLOP-per-task to perform,
such that the communication costs start to become dominant. The latter, namely
Amdahl’s law, states that, as the cost of the parallel part of the code (solid cyan curve
corresponding to the sum of the dashed blue lines) decreases, the relative cost of the
serial part increases, meaning that the total cost evolves asymptotically towards a
saturation value given by the latter. The difference between cost of the parallel part
(solid cyan curve) and that of the total code (solid blue line) is a direct measure of
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this. Further, it is worth mentioning that the serial code performance optimization
made in REFMULX pushed the parallel scaling performance closer to the Amdahl’s
theoretical limit, which is why the relative speed factor achieved for 512 cores over a
single core is only slightly over 50x for the standard REFMULX test-case. However,
in absolute terms, compared to the original non-optimised serial code that was the
starting point of this project (dashed black line), this corresponds to a maximum
speed-up factor of ~430x.

Fig. 49 Strong scaling (problem size kept fixed) of REFMULX’s standard test-case on
HELIOS up to 32 nodes. The OpenMP scaling within a single node is kept for reference, as
well as the elapsed time yielded by the serial codes (ICC). The dashed blue curves represent
the parallelized kernel functions, whose sum yields the solid cyan curve. The different speedup figures are provided relative to the original serial code, and in parenthesis relative to the
optimized serial code.

9.5. Hybrid parallelization: MPI/OpenMP
As outlined in Section 9.2, the following step was to combine both parallelization
approaches to yield a hybrid OpenMP/MPI parallel version of REFMULXp. The
motivation lies in the best possible usage of modern hierarchical architectures, where
multiple cores share memory. If one uses pure MPI, this underlying topology is
simply ignored. Using OpenMP at the node-level and MPI across the nodes
necessarily minimizes the communication of data stored in memory, which can be
potentially beneficiary. Consequently, because less guard-cells are required, it
decreases also the memory footprint compared to the pure MPI code.
To devise a hybrid code two approaches were possible. Either to keep the
decomposition of the slow-varying index over MPI tasks as before and enable multithreading for each MPI task, or to move the thread-based parallelism to the fastvarying index (inner loop). The latter increases the maximum number of resources
that can be used to solve a given problem size (granularity). Indeed, one could have
one MPI task per grid-node in the y-direction, and then several threads (up to 16 on
HELIOS) for the x-direction. Conversely, the former approach implies that the
number of threads times the MPI tasks can not exceed the grid-count in the ydirection. However, it requires minimal changes to the code, since the outer-loop
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threaded parallelization has already been implemented. And since for the problem
sizes under consideration having finer granularity doesn’t seem to be necessary, for
simplicity it was the choice favoured for the hybrid implementation in REFMULXp
within the scope of this project.
Because no inter-task communication is invoked at the thread level, no special care
needs to be put on thread-safety. This means that the standard MPI_Init() call at the
beginning of the code suffices, without any explicit thread-initialisation. One simply
needs to declare how many threads-per-MPI task are to be used and to make sure
that the threads will be pinned with an appropriate pattern within each node, as
discussed in Sec. 9.4.1. Note however that this topic is machine-dependent and as
such needs to be tuned accordingly on different HPC machines. On HELIOS this can
be easily achieved by specifying inside the SLURM batch script the option –place
together with the environment variable OMP_PROC_BIND=TRUE and use the srun
command to execute the program on the allocated resources. They ensure that the
threads are distributed in a favourable way and stay bound to that pattern throughout
the simulation. Such pattern distributes the threads under each task across both
sockets within a node, such to use the full memory bandwidth resources available,
but does it in a way to maximise thread locality within each socket. Namely, it first
divides the total number of threads into two sets, each of which is assigned to one of
the two sockets. Within each set, the threads are organized sequentially according to
their rank, i.e., with a compact affinity. For instance, for one MPI task-per-node with
eight threads, the task/thread affinity pattern yielded is
Task rank

0

Thread rank

0

1

2

3

4

5

6

7

Core rank

0

1

2

3

8

9

10

11

Table 21 Process affinity on HELIOS for one task and eight threads with srun and –-place
and OMP_PROC_BIND=TRUE. Core ranks in green are on socket 0 and in orange on
socket 1.

which is also equivalent to the case of two MPI tasks-per-node with four threads each
Task rank

0

1

Thread rank

0

1

2

3

0

1

2

3

Core rank

0

1

2

3

8

9

10

11

Table 22 Same as above for two tasks and four threads.

and to the case of four MPI tasks-per-node with two threads each.
Task rank

0

1

2

3

Thread rank

0

1

0

1

0

1

0

1

Core rank

0

1

2

3

8

9

10

11

Table 23 Same as above for four tasks and two threads.

The final example shows a case which fills a whole HELIOS node, namely with four
MPI tasks-per-node, each with four threads. The pattern becomes then
Task rank

0

1

2

3

Thread rank

0

1

2

3

0

1

2

3

0

1

2

3

0

1

2

3

Core rank

0

1

2

3

4

5

6

7

8

9

10

11

12

13

14

15

Table 24 Same as above for four tasks and four threads.
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The corresponding strong scaling results are plotted in Fig. 50, where the same solid
orange and blue curves of Fig. 49 are shown together with the ones for the hybrid
cases using two, four, eight and 16 threads-per-MPI task. The latter turned out very
similar to the ones obtained with the pure MPI version of the code, as expected due
to the similarity between the OpenMP and MPI single-node (optimal) scaling results
of Fig. 48.
Therefore, the recommendation for the usage of REFMULXp on HELIOS for problem
sizes comparable to the standard test-case is to run in pure MPI mode, since this
avoids having to worry about thread affinity, which can be a challenging task.
However, as soon as the problem size increases such to make the total amount of
memory available a limitation, having several threads-per-MPI task becomes
mandatory. In this case, the memory usage is necessarily smaller simply because, as
there are less MPI tasks for the same amount of resources allocated (cores), less
guard-cells are needed and less memory is necessary for the MPI buffers. As the
REFMULXp results fulfil the general expectation that a hybrid code brings better
memory usage at no performance cost, the recommendation in such situations is to
use the code in hybrid mode, for instance with eight threads-per-MPI task.

Fig. 50 Comparison of the strong scaling of the hybrid version of the REFMULXp code on the
standard test-case. The solid orange and blue curves are the same presented in Fig. 49. The
remaining dashed curves refer to the cases with two, four, eight and 16 threads-per-MPI task.
The behaviour stems directly from the intra-node scaling similarities between the pure
OpenMP and MPI codes, as discussed in Fig. 48.

9.6. REFMULXp extended applicability
In terms of the results plotted in Fig. 49 and Fig. 50, the difference between the ideal
strong scaling (dashed grey line) and the actual code performance represents a
scaling degradation of the latter. As already discussed before, the problem size starts
to become the limiting factor beyond 256 cores, as the number of grid-cells in the
distributed direction becomes of the same order as the core-count. Obviously, with
bigger problems, the scaling degradation would be postponed for higher core-counts.
In practice this means that, as it stands, the current parallel version of REFMULXp
can, and should, be run on bigger cases, either by increasing the resolution, or the
domain size e.g. to simulate ITER. In other words, new physics studies are
potentially enabled. At the same time, this constitutes a necessary step towards the

95

planned three-dimensional version of REFMULX. With this as a motivation, a weak
scaling measurement of the hybrid REFMULXp was also performed, whereby the
amount of work-per-core was maintained fixed, as the number of cores is increased.
The results are shown in Fig. 51. Up to 4096 cores, the weak scaling of the parallel
part of the code is virtually perfect (cyan curve). The deviation expressed by the blue
curve (whole code) stems from the main code’s initialization cost, which largely
depends on I/O of data to files. Since the files are read/written by the master MPI
task only, it needs to be scattered/gathered it to/from the remaining tasks, and since
the amount of data-per-core is kept constant, more cores, means more
communication and bigger files to read/write serially by the master MPI task.
Therefore, using REFUMLXp on bigger cases, or its future three-dimensional
version, will probably require some degree of effort towards parallel I/O.

Fig. 51 Weak scaling on the hybrid parallel REFMULXp code, using eight threads-per-MPI
task. Perfect scaling is observed in the parallel regions of the code, as shown by the dashed
blue lines and their sum (parallel part of the code), represented by the solid cyan line. The
total elapsed time (blue curve) increases mostly due to I/O operations that are part of the
code’s initialization cost.

9.7. The roofline model on Intel Sandy Bridge
In an attempt to assess the node-level performance of the REFMULX’s kernel it was
decided to apply the roofline model [6], which was developed as a method to quickly
quantify the performance bounds for a given combination of architecture, algorithm
and implementation. It basically states that the time to solution for a given algorithm
is the maximum between the time it takes to transfer the data from the main memory
to the registers (bandwidth) and the time needed to perform all the FLOPs. If the
former is the slower process, the algorithm is said to be memory-bound. Otherwise, it
is said to be compute-bound. Typically the first step is to build the roofline model for a
given architecture. For that one needs to calculate the peak performance using the
vendor provided specifications (clock-rate, number of cores, etc.). Also necessary is
the figure for the maximum sustained memory bandwidth, which necessarily goes
over the slowest path, namely, from the RAM to the registers. This needs to be
measured and the standard tool for that is the STREAM benchmark [7]. Once these
steps are done, we can turn to our specific model to determine its arithmetic intensity
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(FLOP/Byte), which measures how many computations are performed for a given
amount of data. Thus, using a standard tool to measure the FLOP rate (Likwid, PAPI,
Perflib, etc.), one can compare the actual algorithm performance with its theoretical
bounds, and from that gain insight about which optimizations could be beneficial.
Since we are interested in running REFMULX on HELIOS, we decided to make the
roofline analysis on that architecture, which uses Intel Sandy Bridge processors.
Running the STREAM benchmark there yielded a peak memory bandwidth of
approximately 80 GB/s on 16 cores, which are available on a single (dual-socket)
HELIOS node. Using the triad algorithm of STREAM as an example
a[i] = b[i] + const. * c[i]

we calculate its actual FLOP rate as follows. With a size of 60 million elements per
array, the number of calculated FLOPs is
(60.0E6 array elements) * (2 FLOPs per array index) = 1.2E8 FLOPs.

If the STREAM benchmark is compiled without optimization (-O0) it needs 0.024 s on
16 threads to complete. Dividing the FLOP count by this figure yields a 5.0 GFLOP/s
rate. Now we use the Likwid tool [8] to measure the same quantity by accessing the
hardware performance counters. The number of FLOPs measured with Likwid is
close to the expected one, namely,
FP_COMP_OPS_EXE_SSE_FP_SCALAR_DOUBLE = 1.26433e+08 FLOPs

yielding a slightly overestimated rate of 5.4 GFLOP/s. However, as soon as
optimization (vectorization) is switched on, the FLOP hardware counter yields greatly
overestimated values. For instance, using the -O3 compiler flag decreases the triad
elapsed time to 0.019 s, but at the same time leads to a measure of
FP_COMP_OPS_EXE_SSE_FP_PACKED_DOUBLE = 1.93772e+08 FLOPs,

which is almost twice the real FLOP count. Further, since vectorization is used in this
case, another factor of two must be used to calculate the FLOP rate metric from this
counter. As a result, roughly a factor of four overestimated rate of 25.3 GFLOP/s is
measured, instead of the expected 6.3 GFLOP/s for our case.
To make sure that this problem is not specific to the HELIOS machine, the same
experiment was repeated on another Sandy Bridge machine from Rechenzentrum
Garching (RZG). Similarly overestimated results were obtained in this case. It seems
that floating point instruction counters on the Intel Sandy Bridge processors are
incremented on instruction issue, rather than instruction execution. This leads to the
observed FLOP rate overestimation, since the same instruction can potentially be reissued several times before it is finally able to execute. All together, this raises
doubts about the usage of the hardware counters in the Sandy Bridge processor
family for performance analysis in a consistent manner.
Conversely, repeating the experiment on another Intel processor family (Nehalem)
led to correctly estimated results. Such a machine (gp01 and gp02 at RZG) was
therefore used for the roofline analysis of the REFMULx algorithm. It showed that the
code is memory-bound and there is still some room for node-level optimization,
possibly by improving the vectorization of the main code kernels. This is however left
for the future, since at that point the priority of the project was to have the
OpenMP/MPI parallelized versions of the code.

9.8. Conclusions and outlook
The work within the project REFMUL2P proceeded as planned, with the main goal of
speeding-up the REFMULX code achieved. The pure MPI and hybrid OpenMP/MPI
parallel versions developed allowed to run the initially provided standard test-case
roughly two orders of magnitude faster on a few hundreds of cores. The main results
are summarized in Table 25.
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original
(serial)

optimized
(serial)

elapsed

14965 s

1802 s

speed-up

-

8.3x

OpenMP
(16 threads)

MPI
(512 tasks)

Hybrid (256tk
x 8th)

298.6 s

35.0 s

35.9 s

50.1x

427.6x

416.8x

Table 25 Summary of the main performance improvements made on REFMULXp measured
in terms of the elapsed time needed to solve the code’s standard test-case on HELIOS using
the Intel C Compiler and the BullxMPI library.

Bigger test-cases should see even bigger improvements, meaning in practice that
new physics scenarios are now possible with REFMULXp. At the same time, the
prospect of having a three-dimensional version of the code available soon became
more realistic, as most of the techniques here developed shall by directly deployed
there. This goes naturally beyond the scope of this project, but might be the topic of
future collaborations between the project coordinator Filipe da Silva and the HLST.
In its present form, the code can be compiled in its serial (optimised), threaded
(OpenMP), multi-task (MPI) or hybrid (OpenMP/MPI) version, depending on a preprocessor flag. This allows for an easy way to test the results between them, both
from a correctness point of view, as well as a performance point of view. In that
sense, it was important to retain the serial version working, which is also useful in
terms of code-portability, whenever no MPI libraries are available, e.g. on a desktop
machine. This paradigm provides the infrastructure for further developments on
REFMULXp and its descendants by the project coordinator in an intuitive way.

9.9. References
[1] K. S. Yee, IEEE Trans. on Antennas and Propagation 14 (1966) 302.
[2] L. Xu and N. Yuan, IEEE Antennas and Wireless Propagation Letters 5 (2006) 335.
[3] B. Després and M. C. Pinto, private communication (2012).
[4] J.-P. Berenger, J. Comp. Physics 127 (1996) 363.
[5] G. M. Amdahl, Proceedings of the Spring Joint Computer Conference, AFIPS (1967) 483.
[6] S. Williams, A. Waterman and D. Patterson, Comm. ACM 52 (2009) 65.
[7] J.D. McCalpin, IEEE Computer Society Technical Committee on Computer Architecture
(TCCA) Newsletter, December 1995.
[8] J. Treibig, G. Hager and G. Wellein, Proceedings of PSTI2010, The First International
Workshop on Parallel Software Tools and Tool Infrastructures (2010).

98

10. Report on HLST project TOPOX2
10.1. Introduction
Turbulence in fusion plasmas is known to be affected by the shaping of the magnetic
flux surfaces. Modern tokamaks have strongly shaped diverted magnetic structures
in which the last closed flux surface is a separatrix with an X-point. This leads to high
magnetic shear near the X-point region, whose effect on drift-wave turbulence is
believed to be severe. A complete numerical demonstration of this is yet to be made
due to the outstanding challenge of resolving all the dynamically relevant spatial
scales involved. Alternatives to the standard field-alignment techniques, upon which
well resolved turbulence computations depend nowadays, are in need since they
break down at the X-point. This constitutes the framework within which project
TOPOX2 was devised, namely the challenge of building a gyrofluid turbulence code
capable of simulating from the magnetic axis to core to edge to scrape-off layer
(SOL) including the divertor. The project TOPOX2 in particular is concerned with the
extension to the open field-line region of a triangular grid in RZ-space, with the points
arranged along flux surfaces which are topologically treated as hexagons. This grid is
currently being used in the Grad-Shafranov equilibrium solver GKMHD, and the goal
of the project is to continue its predecessor project (TOPOX) in order to generalize
the scheme to make it work beyond the separatrix into the SOL, including the Xpoint. Therefore the results of both projects are presented together, such to maintain
the natural continuity between them. This constitutes one step towards the ultimate
goal (beyond the scope of the project) of extending the code to treat global
turbulence using novel treatments of the parallel derivatives with non-Clebsh
coordinates.

10.2. GKMHD code
One of the motivations to build the GKMHD code was to have a simplified (and
extendable) test-bed for the geometrical techniques described before, which are
needed for a future global turbulence code capable of resolving the whole plasma
column, from the magnetic axis to the SOL in diverted magnetic structures, i.e.
including the X-point(s). The GKMHD code is an axisymmetric Grad-Shafranov
equilibrium solver. Its underlying model was derived consistently from the gyrokinetic
theory, making easy its future extension to a full gyro-fluid turbulence model. The
code uses a strongly structured triangular grid in RZ-space, with the points arranged
along flux surfaces which are topologically treated as hexagons. This has the
advantage over the more usual quadrilateral grid to eliminate grid singularities (at the
magnetic axis) while keeping the poloidal spacing approximately constant on all flux
surfaces. The Laplacian differential operators are expressed in the form of closed line
integrals following Ref. [1]. A large part of the method’s machinery consists of finding
the node-index ordering and orientation of the nearest-neighbor hexagons.

10.3. Numerical method
The idea is to write the standard Poisson equation in its weak form over a closed
domain. Thus, noting that the Laplacian operator on the left hand side (l.h.s.) can be
expressed as the divergence of a gradient, one invokes the Gauss’s divergence
theorem to recast the volume integral into a surface integral over the enclosing
surface. In two dimensions, this becomes a line integral, and if the domain, as
represented in Fig. 52, is an infinitesimal hexagon, thus, it can be approximated with
the sum
(1)
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as was introduced by Sadourny, Arakawa and Mint in Ref. [1]. The six parcels
correspond to the six nearest neighbours labelled by the local index m, where
are
are the dual-space nodes (Voronoi diagram). On a surface
the grid-nodes and
discretized with a hexagonal mesh, this formula can be applied at every grid-node j.

Fig. 52 Elemental hexagonal grid-mesh, showing the six nearest neighbors

of grid-node

and the corresponding six dual-space grid nodes
, from which the Voronoi diagram
element area (blue) is calculated. The superscript j was dropped in the diagram.

10.3.1.

Closed flux surfaces

The global j index that labels each grid-node in the mesh is obtained by counting the
grid-nodes from the centre (magnetic axis) following an outward spiral in the counterclockwise direction. In practice, to obtain j for a particular node on flux surface k one
just needs to start counting from the branch-cut (poloidally counter-clockwise) within
that flux surface and thus, add the number of nodes belonging to the enclosed inner
flux surfaces. The latter number is given by the formula 3k(k-1) noting that origin
(magnetic axis) is labelled as flux surface 1. For instance, for a case with four flux
surfaces around the magnetic axis, this number is 3*4(4-1)=36, as shown in Fig. 53
in blue for the outmost vertices of the six main triangles. As for the local orientation of
the six nearest-neighbours of each grid-node, the m-index, the choice made sets the
first neighbour to be the forward point (poloidally counter-clockwise) in the same flux
surface, as illustrated by the numbering of the nodes highlighted in magenta in the
three examples shown. This determines the column indexes of the Laplacian
(sparse) matrix elements which arise when the set of discreet equations is written in
matrix form. Further invoking flux conservation properties, it can be shown that this
matrix is also symmetric. The solution is therefore found using standard libraries, like
IBM-WSMP or PETSc.
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Fig. 53 Illustration of the hexagonal grid currently used in GKMHD (yellow flux surfaces). The
global numbering is shown. The local number ordering and orientation of the nearestneighbor hexagons is also shown with a few examples (magenta hexagons and numbers).

10.3.2.

Open flux surfaces

In terms of extending the method to go across a magnetic separatrix, which are
represented by the red surfaces in Fig. 54, the modification proposed here is one
which implies minimal changes to the method just described. The first step is to
define the branch-cut to pass through the magnetic axis and the X-point (green dot
symbol), and extend it to the private flux region. Thus, an artificial boundary is set
between the intersection point in the outermost considered flux surface in the private
flux region and a location on each leg of the outermost SOL flux surface considered
(yellow dot symbols), whose connection is depicted in cyan in Fig. 54. Everything
outside this domain is discarded. This means that the divertor itself is not included,
and will have to be modelled via physical boundary conditions (sheath models) on
the regions corresponding to the cyan lines in future turbulence simulations based on
this grid. On the other hand, this choice still keeps the necessary magnetic structure,
namely the SOL region, the private flux region and the X-point while maintaining the
hexagonal topology of the closed field line grid. Because the domain topology
remains hexagonal, the numbering and ordering method described before can be
directly applied to the domain on the open field-line region (in red). An example of
nearest neighbour orientation is also given in Fig. 54 for the SOL region (magenta).
The next step is to devise a test-case whose flux surfaces have the adequate
topology. This is the subject covered in the remaining text.
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Fig. 54 Proposed extension of the grid indexing to the SOL region (red flux surfaces). The
global numbering of the closed flux region (greyed out) is simply continued.

10.4. Test-case
In order to proceed with the modifications proposed in the previous section in a
structured way, it is advantageous to devise a stand-alone test-case. This will
ultimately provide a clean way to check such modifications before they are
implemented in the GKMHD’s solver. Additionally, devising a test-case is in practice
an appropriate way to become familiarized with the numerical method at hand and its
properties, without having to carry the additional overhead of the GKMHD code.
10.4.1. Closed flux surfaces
Starting with closed flux surfaces, which we already know how to implement, the testcase chosen consists of solving the Poisson equation on a circular disk, with radial
Dirichlet boundary conditions. In polar coordinates (r,), it reads
(2)
with a source term given by [2]
(3)
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where p is integer free parameter. This system has an analytical solution given by
(4)
Setting the free parameter to p=10 yields the functions depicted in Fig. 55.

Fig. 55 Source term (3) on the left and corresponding Poisson’s equation analytical solution
(4) on the right, for p=10.

The standard approach to address this problem would be to build a two-dimensional
solver in polar coordinates. This was done as a stand-alone test-case code, where a
pseudo-spectral method based on the work by Lai [] was implemented. It uses
central second-order finite-differences in the radial direction and truncated Fourier
series in the poloidal direction, yielding a standard tridiagonal matrix solver. To
address the singularity of the polar coordinates at the radial origin (r=0), the
equidistant radial grid mesh is shifted half step-size from the origin, which due to an
important cancelation property, yields a closed system of equations []. It shall be
called Lai’s method henceforth.
The same test-case (2)–(3) was also implemented as another stand-alone code
using the solver of interest for the project, namely, the Sardourny’s line integral
method on hexagonal grids [1] of the GKMHD code, which shall be referred to as the
Sadourny’s method in the remainder text. The bulk of the effort in implementing
Sadourny’s method lies in establishing the relations between each grid-node ( ) and
its six nearest-neighbours ( ), determined by the choice made in Sec. 10.3 for their
local orientation. Further, the corresponding six ratios
(5)
and the elemental dual-space hexagon area in (1) must also be calculated (recall
Fig. 52). Here, an alternative way to do so has been developed and checked against
the original method implemented in GKMHD. The former has the advantage that it
hexagonal element areas of the Voronoi diagram (dualexplicitly calculates the
’s, unlike the latter, which approximates them to be 1/3 of the
space) from the
. In spite of this, no
areas of the element hexagon made from the grid-nodes
significant impact on the accuracy was yield, but the exercise served as a validation
for the original approximation.
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The last step in the process uses the previous information to recast the system of
equations (1) into a matrix form. Doing so yields a symmetric and sparse matrix due
to the intrinsic conservation properties of the numerical method and its 7-point
stencil, respectively. Following what is done in GKMHD, the IBM-WSMP library is
invoked to invert this matrix and find the solution. In practice, for that to happen, the
Laplacian sparse matrix at hand must first be converted into the compressed sparse
row (CSR) format. This is a non-trivial task due to the involved global grid-node
neighbouring relations together with the symmetry of the matrix, which together yield
a spatially dependent algorithmic stencil. This procedure was checked in GKMHD
and implemented in the stand-alone Sadourny test-code, and is further in the process
of being extended to alternatively allow the use the PETSc library. Of course other
methods could also be used for the purpose of inverting the sparse matrix, and in
particular, the popular multi-grid method is a strong candidate. This in fact has been
assessed within the scope of previous HLST projects, e.g. the MGTRIOP of
K.S. Kang, so it shall not be addressed here.
The plots in Fig. 56 show the numerical discretization of the (continuous) source
term (3) of Fig. 55, for each of the two solvers methods, using the same poloidal
resolution of 96 grid-nodes on the outer-most contour. The adequacy of the chosen
source term to the problem under study is noteworthy. It demands high resolution in
the radial periphery of the domain, as is typically the case for tokamak turbulence
simulations. This renders the Lai’s polar coordinates’ equidistant grid quite inefficient,
since the grid-resolution increases towards the centre with 1/r2. Hence, to obtain the
needed mesh resolution on the outer domain, one necessarily wastes resources on
the inner region, which becomes over-resolved, as seen in the right plot of Fig. 56.
The same does not happen for the Sadourny’s hexagonal grid illustrated in the left
plot of the same figure. Such property is actually one of the main motivations for
using the latter, which keeps the resolution fairly constant across the whole radial
domain.

Fig. 56 Representation of the source term (3) for p=10 on Sadourny’s hexagonal grid (left, in
red) and Lai’s polar grid (right, in blue). Both grid-counts yield the same number of grid nodes
on the outer radial contour, namely 96, but it is clear that the polar total grid-count (1536) is
much higher than the hexagonal counterpart (817), leading to unnecessary resolution on the
more internal radial contours.

Since the circular test-case possesses a non-trivial analytical solution, the
comparison to the numerical solution provides an important direct check on the
correctness of the implementation of the methods, in particular of the one employed
in GKMHD. This is one important goal of the project TOPOX, as agreed with the
project coordinator (Bruce Scott), given that this code is still in a development phase
and therefore has not yet been extensively tested. Moreover, the existence of
analytical solutions provides also a way to directly inspect the precision of the
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methods. The plots in Fig. 57 show the maximum global truncation error, defined
here as the absolute value of the difference between the analytical and numerical
solutions, for the same test case used before. One sees that, despite the factor of
two smaller grid-count used for Sadourny’s method, it yields a similar precision to
Lai’s counterpart. Moreover, if one repeats the exercise increasing the grid count in
Sadourny’s method to a similar figure (1519 grid nodes) to that used before with Lai’s
method (1536 grid nodes), the maximum absolute error decreases by a factor of two,
from 1.86e-3 to 9.49e-4 to. This confirms the higher efficiency of the hexagonal grid
compared to the polar one.

Fig. 57 Plots absolute difference (error) to the analytical solution (4) for Sadourny’s method
(left) and Lai’s method (right), with p=10 on the same grid counts as before, namely, 817 and
1536, respectively. Despite this difference, both methods yield similar precisions, namely,
maximum errors of 1.86e-3 (Sadourny) and 2.01e-3 (Lai) were obtained.

10.4.2.

Open flux surfaces

After having devised the extended numerical method using the rules briefly outlined
in Sec. 10.3.2., we need to find an appropriate domain for our test-case that mimics a
diverted tokamak magnetic equilibrium, therefore including an X-point. At the same
time it should be simple enough that it can be generated analytically. Two such
candidates have been devised so far.
The former consists of constructing the simplest possible poloidal magnetic flux
function made out of two adjacent regions matched continuously. One with a
parabolic shape, to yield circular flux surfaces,
(6)
with an O-point located at (R0,Z0), and the other with a hyperbolic shape and a
saddle-point, to yield an X-point located (RX,ZX) and the corresponding divergent flux
surfaces
(7)
where the remaining symbols are simply rescaling constants. The flux surfaces
displayed on the left plot of Fig. 58 were yielded using this technique.
The latter candidate yields more realistic shapes of the flux contours, but is also
expected to require more effort to adapt for the test-case. It is based on a magnetic
island equilibrium description according to
(8)
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where, in particular, constants c3 and c1 can be used to shift the flux surfaces radially
outwards and to yield two separatrices instead of single one connecting both Xpoints, respectively. The former mimics the Shafranov shift, while the latter yields
what is experimentally denominated a disconnected double null configuration. An
example of flux surfaces yielded this way is shown in the right plot in Fig. 58.

Fig. 58 Flux surfaces generated analytically using the poloidal magnetic flux functions given
by equations (6)─(7) on the left and by equation (8) on the right.

Currently, the effort is being put in devising a way to generate hexagonal grids on
these kinds of analytical flux surface shapes, where care needs to be taken regarding
the deformation of the elementary hexagons near the X-point with respect to the grid
resolution, i.e., the global grid-count. As for the boundary conditions at the divertor
legs, they will be simplified to Dirichlet, as an initial step to prove the principle. The
new sparse matrix for the domain including the SOL is being implemented in the test
code, such to be solved with the IBM-WSMP and/or PETSc libraries, similarly to the
closed flux surfaces only case of Section 10.4.1.

10.5. Conclusions and outlook
The project TOPOX2 is proceeding as planned, with the new numerical method [1]
implemented in a stand-alone test-case that was used for validating it against
analytical solutions. The same test-case was also implemented using a standard
pseudo-spectral solver method, which further allowed for numerical comparisons
between both methods. The plan for the remaining time of the project is to finish the
work of implementing and testing the proposed extension of the hexagonal mesh
elliptic solver to include the open flux surfaces of the SOL region of a tokamak
plasma. In practice, this involves extending the test-case to include the hexagonal
discretization of the analytical flux surfaces already devised to mimic the needed
topological ingredients and solving for the new sparse matrix yield by Sadourny’s
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method in this case. The resulting code shall be used as a prototype for the future
implementation of the extended method in GKMHD by the project coordinator
B. Scott.
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